CRANE Al-Cyber SIG Workshop Report

Summary of Ollie Whitehouse’s keynote and the 24 technical presentations

Workshop date: 1 May 2026 | Format: Hybrid | Venue: Northumbria University, Newcastle, UK

Contents

Opening and Event Overview by Dr Biju Issac: CRANE Al-Cyber SIG Workshop, 1 May 2026

Ollie Whitehouse (CTO, NCSC) Keynote: Reimagining Cybersecurity in an Al Era

Carol Lo: LOTL-Hunter: Detecting Multi-Stage Living-off-the-Land Attacks in Cyber-Physical Systems
Abdel-Karim Al Tamimi: Trustworthy LLMs for Medical Health Systems

Don Jagath Asanka: A Semi-Autonomous Real-Time IDPS for Collaborative Robots

Yangheran (Lawrence) Piao: Measuring Al Vendors’ Bug Bounty and Responsible Disclosure Policies
Zahra Farzadpour: Source Camera Model Identification in Smartphone Videos

Allison Wylde: Al Cyber Practitioner Resilience to Disinformation

Marco Cook: At the Front Line of CNI Resilience: Data Modalities and Al

0. Sagib Hussain: Forensically Informed Multi-Model Machine Learning Framework for Fake News
Detection

o P ® N0 wbd=

11. Ali Imran: Al-Powered Cognitive Cyber Threats and NATO’s Strategic Response
12. Marc Walker: Ontology-Driven EVSE Threat Assessment

13. Lora Safar: Can Chatbots Be Hacked: Prompt Injection Attacks in LLMs
14. Henry Kabuye: Agentic SABRE: An Uncertainty-Aware Multi-Agent Framework for Adaptive Ransomware

Detection

15. Shivangi Gupta: Agentic Al vs Non-Agentic Al: Motivation, Security Implications, and Research
Foundations

16. Oleksandr Letychevskyi: Neuro-Algebraic Digital Twin for Intrusion Detection

17. Mahendra Pratap Singh: Learning-Aware Anomaly Detection in Secure Federated Learning

18. Mordecai Otter: Human Factors in Al Cybersecurity: Why the Analyst Matters

19. Eaby Babu: Closed-Box Inference of LLM Features through Adversarial Querying and Network Timing
Information

20. Rahul Yumlembam: SAE Fingerprinting of LLM Hyperparameters: Closed-Box Inference of LLM
Architecture via Sparse Autoencoders

21.Yang Liu: Reinforcing Federated Learning Against Poisoning Attack: A Football-Inspired Defence Strategy

22.Jason R. C. Nurse: When Al Becomes the Weapon: Understanding Misuse Tactics

23. James Rajasekaran: Sparsity-Based Approaches - Data Anomaly Detection in Unobservable Smart Grids

24. Elochukwu Ukwandu: A Framework for Al in Forensic Investigations

25. Adrian Brissett: Hybrid Insider Threat Detection

26. Thomas Thu Yein: Al, Geopolitics and Cybersecurity

NOTE: Lida Ketsbaia and Sarah Raw were MCs.

1|Page



1. Opening and Event Overview

CRANE Al-Cyber SIG Workshop, 1 May 2026

The CRANE Al-Cyber SIG workshop brought together academics, practitioners, early career researchers and
industry participants around a clear two-part agenda: using Al to strengthen cyber defence, and securing Al
systems against attack, misuse and manipulation. The event was hosted in hybrid format at Northumbria
University, with in-person participation in Sutherland Building Room 026 and online access through Microsoft
Teams. The opening framed the SIG as a UK-wide initiative supported through CRANE and connected to Oxford-
led activity, with the aim of creating a recurring national space for research exchange, collaboration building,
white papers, roadmaps and future funding proposals.

The workshop’s value came from its breadth. It did not treat Al and cybersecurity as a narrow technical topic, but
as a connected research and practice landscape spanning critical infrastructure, LLM security, human factors,
digital forensics, federated learning, smart grids, geopolitical risk, disinformation, prompt injection, agentic Al
and closed-box model inference. The day was structured around four technical sessions, each using short
presentations followed by focused questions. This made the event feel more like a research showcase and
collaboration forum than a conventional conference track.

The opening remarks by Dr Biju Issac provided a simple yet useful framing for the day. Al for cybersecurity was
described as Al acting as the defender: detecting malware, phishing, ransomware, insider threats and abnormal
network behaviour, and helping analysts summarise alerts or respond faster. Security for Al was described as the
reverse problem: protecting Al systems from data poisoning, adversarial examples, promptinjection, model
exploitation, synthetic media misuse and other attacks. This dual framing helped connect talks that might
otherwise have seemed very different.

The keynote from Ollie Whitehouse, CTO of the UK National Cyber Security Centre, gave the day a strong strategic
anchor. His emphasis on secure Al systems, cyber fundamentals, agentic identity, observability and machine-
speed defence was repeatedly echoed in later talks. The workshop then moved through applied research
examples: cyber-physical systems, medical LLMs, collaborative robots, vulnerability disclosure, forensic video
analysis, disinformation resilience, CNI data modalities, fake news detection, NATO cognitive threats, EVSE
ontologies, prompt injection, ransomware detection, agentic Al foundations, digital twins, federated learning,
human factors, LLM fingerprinting, smart grids, forensic frameworks, insider threats and Al geopolitics. The
closing remarks noted the intensity and diversity of the 24 talks and set out an ambition to run the SIG quarterly
across different UK regions, with a longer-term plan for a yearly Al-cybersecurity conference with peer-reviewed
proceedings.

2. Ollie Whitehouse (CTO, NCSC) Keynote

Reimagining Cybersecurity in an Al Era

Ollie Whitehouse’s keynote set out a sober but optimistic view of Al and cybersecurity. His central message was
that cybersecurity is entering a watershed moment. Al will not simply add another tool to existing practice; it will
force a rethinking of how cyber defence is designed, operated and governed. He asked the audience to take away
three main points. First, cyber defence must be reimagined for an Al era. Second, security must become intrinsic
to Al systems as they are developed and deployed, rather than being treated as an afterthought. Third,
organisations must prepare for a machine-speed world in which both offence and defence operate at a pace that
current human-centred processes cannot match.
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Whitehouse was clear that Al does not replace the fundamentals of cybersecurity. Basic controls, secure design,
resilience, monitoring, patching and accountability remain essential, although they will need to scale and evolve.
He also warned that competitive pressure in the Al market is driving rapid deployment, sometimes with old
classes of vulnerabilities reappearing in new Al products. This was one of the most important policy messages of
the keynote: Al systems are new, but many of their security failures are not.

Whitehouse organised Al and cybersecurity through three lenses. The first lens is the threat Al poses to
cybersecurity, including increased attacker productivity and the discovery of latent technical debt. The second is
the threat to Al systems themselves, including attacks on infrastructure, models, inference, data and agentic
behaviour. The third is the positive application of Al to improve national resilience and security. He argued that Al
is likely to be a net benefit in the long term, but the transition will be rocky and may involve painful correction as
existing vulnerabilities become easier to find and exploit.

The keynote gave particular attention to secure Al infrastructure. Whitehouse highlighted the need to translate
established security ideas into Al settings, including domain separation, trusted computing, secure boot, digital
rights management for model integrity, verifiable confidential computing, advanced cryptography, protective
monitoring for high-speed Al networks, observability and adversarial machine learning defences. Observability
was presented as a core issue. In conventional computing, defenders can often trace execution with reasonable
fidelity; in large-scale Al systems, especially GPU-based and future neuromorphic systems, equivalent visibility is
still limited. This creates a danger of new “dark corners” where misuse, malfunction or compromise may persist.

The most forward-looking part of the talk concerned agentic Al. Whitehouse identified non-determinism, variable
scaffolding quality, agent identity, delegated access management, behavioural monitoring and agent-to-agent
payments as unresolved problems. His point was not that agentic Al should be rejected, but that the security
architecture around it is immature. He described the future of active cyber defence as involving autonomous
vulnerability discovery feeding autonomous cyber defenders that can resolve issues through configuration
changes, code patches or other interventions. However, he was careful to say that this future is not yet fully
realised.

In the discussion, he argued that guardrails alone will not be sufficient because frontier-like capabilities will
eventually become widely available, including through open models, distillation or guardrail removal. His answer
placed responsibility across policy, legislation, technology producers and organisations themselves.
Government can support standards, legislation and national programmes, but organisations must take
ownership of cyber risk. Overall, the keynote gave the workshop a clear challenge: build Al-enabled cyber
systems that are fast, useful and scalable, but also secure, observable, accountable and resilient by design.

3. Carol Lo (University of the West of England, UK)

LOTL-Hunter: Detecting Multi-Stage Living-off-the-Land Attacks in Cyber-Physical
Systems

This presentation focused on the difficulty of detecting multi-stage living-off-the-land attacks in cyber-physical
systems. The speaker used industrial systems as the main context, where attackers may avoid detection by
abusing tools, interfaces and legitimate functions already present in the environment. The Ukraine power grid
attack was used as an example of how cyber intrusion can cross into physical impact when attackers manipulate
human-machine interfaces and operational processes. The central problem was that such attacks may look like
ordinary machine faults or fragmented anomalies unless cyber and physical evidence are brought together.

The proposed solution was an Al-enabled decision-support framework that sits as an analytical layer above
existing security tools. It does not replace existing OT or IT monitoring systems. Instead, it integrates signals that
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are often separated across teams, tools and domains. The first level of decision fusion concentrates on OT
anomalies, combining network anomalies, process anomalies and process alarms inside the cyber-physical
system. The second level then integrates those OT-centred signals with anomalous host activity from IT systems,
such as Windows machines connected to the HMI environment. This two-level structure is important because
living-off-the-land attacks often progress across boundaries rather than staying neatly inside one monitoring
domain.

The evaluation used a cyber-physical simulation testbed representing an industrial pick-and-place process. The
testbed allowed the team to generate realistic attack and normal behaviour data. The attack chain had five
stages, moving from remote access and command-line execution to HMl interaction, lateral movement and
direct manipulation of the physical process. This was useful because it demonstrated how early-stage IT
intrusion could be linked to later OT manipulation, providing a time-aligned view of the attack progression.

The technical contribution lay in confidence-aware decision fusion. Separate detection models were built for
network and process anomalies, with unsupervised methods used for network data and supervised classification
for process anomalies. The speaker noted that real industrial environments often produce incomplete, missing or
conflicting signals. A single detector can therefore be misleading. The proposed fusion logic helped to resolve
conflict, improve recall and strengthen the overall F1 score compared with single-modality detection.

A further strength was explainability. The framework produced threat logs and human-readable summaries,
potentially allowing non-technical operators or managers to understand what happened, when it happened and
why it mattered. The presenter also suggested that the logs could be fed into an LLM system to support faster
interpretation and decision-making. The work therefore connected technical anomaly detection with operational
situational awareness.

The discussion highlighted protocol coverage and future adversarial robustness. The speaker confirmed the use
of OPC UA network protocol data and acknowledged that securing the framework against adversarial attacks and
addressing governance around shared data and Al models would be important next steps. Overall, the talk
showed how Al can support coordinated cross-domain visibility in industrial cyber-physical environments where
isolated alerts are not enough.

4. Abdel-Karim Al Tamimi (Sheffield Hallam University, UK)

Trustworthy LLMs for Medical Health Systems

This talk addressed the safe use of large language models in medical and patient-facing digital health systems.
The speaker began from a practical concern: health systems increasingly want to integrate generative Al, but
medical contexts place much stricter demands on trustworthiness, safety, privacy and reliability than many
everyday chatbot uses. Hallucination, unsafe advice, prompt misuse and leakage from retrieval-augmented
generation systems are not only technical weaknesses; in medical settings they can directly affect patient
welfare, confidentiality and institutional accountability.

The presentation reviewed existing safety initiatives and guardrail approaches, including ML Commons and
model-specific safety tools from major technology providers. A key observation was that some safety
benchmarks measure relative safety rather than absolute safety, meaning that a model may look strong because
it compares favourably with peers while still being unsuitable for a particular clinical use case. This distinction is
crucial for healthcare, where “better than another model” may not be enough.

The speaker’s group developed a health-oriented evaluation approach by defining unsafe categories that should
not be allowed in patient-facing conversations. These categories were informed by work with health systems and
cancer-patient contexts. The aim was not simply to block all sensitive content, but to recognise when the system
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should avoid providing direct advice and instead signpost users towards appropriate medical support. This
makes the work more practical than a generic toxicity filter because it is shaped around the risk profile of
healthcare communication.

The talk compared several safety frameworks and model variants. One notable finding was that smaller models
may be sufficient for some filtering and safety operations. This matters because safety layers introduce latency,
cost and complexity. In patient-facing systems, a very slow response may reduce usability, but a fast unsafe
response is unacceptable. The evaluation therefore considered not only whether a model or guardrail could
detect unsafe content, but whether it could do so efficiently enough to be used inside a real service.

The speaker identified IBM Granite Guardian as a strong off-the-shelf option and also highlighted the performance
of Qwen 2.5 with 1.5 billion parameters for certain safety operations. The broader message was that
trustworthiness does not always require the largest possible model. In some cases, smaller or specialised
models may be more efficient, easier to host, cheaper to run and easier to govern.

The presentation’s significance lies in connecting LLM safety to domain-specific deployment. It moved beyond
general statements such as “LLMs hallucinate” and asked what medical systems need before deployment. The
answer included unsafe category design, model comparison, latency assessment, RAG exposure awareness, and
a practical route for filtering requests and responses. The talk also complemented Ollie Whitehouse’s keynote by
showing how secure-by-design Al must be interpreted in context. In healthcare, trustworthy LLM adoption
depends not only on capability, but on evidence that the system can recognise its limits, avoid unsafe categories
and direct users towards proper clinical support when needed.

5. Don Jagath Asanka (University of West London, UK)

A Semi-Autonomous Real-Time IDPS for Collaborative Robots

This presentation examined intrusion detection and prevention for collaborative robots, with particular attention
to real-time or near-real-time protection. The speaker situated the work within the growing use of robotics in
manufacturing and other domains, and also looked forward to wider robotic markets such as humanoid systems,
surgical robots, space robotics and other cyber-physical environments. The basic motivation was clear: as robots
become more connected, programmable and autonomous, attacks on their control systems may create physical
safety risks, not just data or service disruption.

The proposed system was described as a semi-autonomous real-time intrusion detection and prevention system.
It was designed to monitor robotic behaviour, collect relevant data and support rapid identification of abnormal
or malicious actions. The speaker referred to the use of time-series data, including sensor and actuator
information as well as other data streams associated with the robot’s operation. This matters because robotic
attacks may not always be visible as conventional network events. A robot may receive commands that are
technically valid but contextually unsafe, or its movement may deviate in a way that indicates compromise.

A key theme was modelling robotic movement and system state. The work aimed to recreate or understand the
robot’s behaviour using mathematical models and feedback loops. By comparing expected behaviour against
observed behaviour, the system can identify deviations that may indicate intrusion, manipulation or unsafe
control. This approach reflects a wider movement in cyber-physical security: detection must consider the
physics, timing and operational context of the system, not only packets and logs.

The “semi-autonomous” framing is important. It suggests that the system can assist or act quickly but does not
remove human oversight entirely. In high-risk physical environments, fully autonomous prevention may stop
damage quickly, but it may also introduce safety concerns if the response is wrong. A semi-autonomous IDPS
can therefore combine machine-speed monitoring with controlled intervention and human decision-making.

5|Page



The Q&A raised the question of what types of time-series data were collected. The speaker indicated that the
system considered sensor and actuator data, along with robotic movement data and mathematical modelling of
behaviour. This answer reinforced the practical cyber-physical nature of the work.

The contribution of the talk was to widen the Al-cyber discussion beyond conventional enterprise networks.
Collaborative robots are increasingly part of industrial and social infrastructure, and they bring together software,
hardware, communication, movement, sensing and human proximity. The presentation showed that securing
such systems requires interdisciplinary thinking across cybersecurity, control systems, robotics and safety
engineering. It also connected well with other workshop talks on cyber-physical systems, smart grids and digital
twins, all of which highlighted that cyber defence increasingly has direct consequences in the physical world.

6. Lawrence/Yangheran Piao (The University of Edinburgh, UK)

Measuring Al Vendors’ Bug Bounty and Responsible Disclosure Policies

This presentation analysed how Al vendors handle vulnerability disclosure through bug bounty programmes and
responsible disclosure policies. The talk was especially timely because Al systems are now being deployed
rapidly while their security governance remains uneven. The speaker defined Al vendors broadly, including
providers of frontier models, generative Al applications and Al training infrastructure. The aim was to understand
whether the companies building and operating Al systems provide clear, accessible and meaningful channels for
reporting Al-related vulnerabilities.

The core issue is that vulnerability disclosure practices have long existed in conventional software security, but Al
introduces new categories of risk. These may include prompt injection, model extraction, data leakage, training
data exposure, unsafe tool use, jailbreaks, harmful generation, model supply-chain issues and weaknesses in Al
infrastructure. A traditional bug bounty policy may not clearly say whether these are in scope. Researchers may
then be uncertain about what they can test, what they can report, and whether they risk legal or account
sanctions when investigating Al behaviour.

The talk examined vendor policies and compared the maturity of disclosure routes. The speaker considered
whether Al-related vulnerabilities were explicitly included, whether safe-harbour language was provided, how
vendors separated ordinary software bugs from Al-specific harms, and whether coordinated vulnerability
disclosure was handled internally or through third parties. The audience discussion asked how vendors could be
encouraged to improve. This points to the practical relevance of the work: measuring policy gaps is not enough
unless it leads to clearer disclosure norms.

The presentation’s importance lies in treating Al security not only as a technical problem, but as an institutional
and governance problem. Even when researchers can identify vulnerabilities, responsible handling depends on
clear reporting processes, transparent scope, response timelines, researcher protections and vendor
accountability. Weak policy can discourage good-faith research or push vulnerability discovery into informal and
risky channels.

The talk also linked to Ollie Whitehouse’s keynote on secure-by-design technology. If Al vendors can limit liability
and release systems without mature disclosure routes, there is little enduring incentive to find and fix
weaknesses early. Bug bounty and responsible disclosure policies are therefore part of the wider security
ecosystem. They help convert external research into safer systems and create feedback loops between
academia, independent researchers, industry and platform providers.

Overall, the presentation gave the workshop a useful reminder that Al security requires more than model
robustness. It requires processes that allow weaknesses to be reported, triaged, corrected and learned from. As
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Al becomes embedded in public services, business workflows and critical systems, disclosure policy maturity
will become a key indicator of whether vendors are taking security seriously.

7. Zahra Farzadpour (Northumbria University, UK)

Source Camera Model Identification in Smartphone Videos

This talk presented work on identifying the source camera model of smartphone videos using forensic features.
The motivation was straightforward and important. Smartphone videos are now produced and shared at huge
scale through social media and messaging platforms, and they increasingly appear in investigations, public
debates and online evidence claims. Being able to infer the source camera model can support media forensics,
authenticity assessment and investigation of manipulated or disputed videos.

The speaker explained that source camera model identification is more difficult for video than for stillimages.
Videos are compressed, re-encoded, stabilised, resized and processed by phones and platforms. These
transformations can weaken or distort device-level traces. The work therefore focused on extracting useful
features from video content that can still support classification despite real-world degradation. The talk referred
to using different features from videos and training models to distinguish between smartphone camera models.

A key challenge is that many modern smartphones produce high-quality videos with similar visual characteristics.
The forensic signal may be subtle. It may come from sensor noise, compression artefacts, lens or processing
pipeline characteristics, demosaicing patterns, frame-level statistics or other traces introduced by the device. A
useful system must therefore learn features that are robust enough to survive normal sharing and processing.

The audience asked whether the approach could be used for live video, and whether the processing time would
make it practical. The speaker indicated that live use had not yet been fully tested, but the approach could
potentially be applied. The discussion also touched on processing time for short video segments and larger test
sets, suggesting that the current work is more mature for offline forensic analysis than for real-time deployment.
This is a reasonable stage for such research because evidential reliability matters more than instant classification
in many forensic contexts.

The significance of the talk was its contribution to the “security for information integrity” strand of the workshop.
Al-cybersecurity is not only about malware and networks; it also includes the ability to understand whether digital
media can be trusted. Source camera model identification can support investigations where a video’s origin,
chain of custody or authenticity is disputed. It may also complement deepfake and synthetic media detection
methods by providing device-origin evidence.

The presentation also connected with later talks on fake news, disinformation resilience and forensic Al.
Together, these contributions showed that Al-cybersecurity now includes a broad media-forensics dimension. In
an environment where synthetic video, re-shared footage and manipulated media can influence public trust,
forensic methods that identify source characteristics become part of cyber resilience.

8. Allison Wylde (University of Kent, UK)

Al Cyber Practitioner Resilience to Disinformation

Allison Wylde’s presentation examined whether Al and cybersecurity practitioners are as resilient to
disinformation as they are often assumed to be. The study was based on a survey conducted with experts in
cybersecurity, Al, information warfare, politics and government. The research gap was important because much
disinformation research focuses on the general public, but Al-cyber professionals are themselves targets,
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decision-makers and knowledge brokers. The community often assumes that experts are naturally more resilient,
but that assumption needs evidence.

The talk framed the issue in the context of contemporary Al-enabled influence operations. Practitioners may
understand technical systems, but they are stillhuman. They are subject to confirmation bias, motivated
reasoning, fatigue, professional identity, organisational pressures and trust in familiar sources. This means
expertise does not remove vulnerability. In some cases, expertise may even create overconfidence, where
practitioners believe they are less susceptible than others and therefore do not apply sufficient caution.

A particularly useful theme was confirmation bias. The speaker suggested that professionals may interpret
information in ways that reinforce prior beliefs or existing threat narratives. This matters in cybersecurity because
threat intelligence, attribution claims, vulnerability rumours and geopolitical narratives often circulate quickly. If
practitioners amplify weak claims, misread manipulated evidence or prematurely accept false narratives, the
impact can shape organisational decisions and public communication.

The presentation’s contribution was to treat disinformation resilience as a professional capability rather than a
generic media-literacy issue. For Al-cyber practitioners, resilience may require training in source evaluation,
uncertainty communication, cognitive bias awareness, adversarial information tactics and responsible sharing. It
may also require organisational processes that slow down high-risk decisions, encourage challenge, and
distinguish between evidence, inference and speculation.

The talk connected strongly with the workshop’s two main themes. It is about Al for cybersecurity because Al
tools may help detect disinformation patterns, summarise claims or identify manipulated media. It is also about
security for Al and society because generative Al can produce convincing false content, synthetic personas and
persuasive narratives at scale. The security problem is therefore sociotechnical.

The presentation was also valuable because it introduced a human-centred counterpoint to more technical talks.
Better models and detection systems alone will not solve disinformation if the human decision environment
remains weak. Practitioners need resilience not only against external attackers, but against their own cognitive
shortcuts and organisational incentives. The talk therefore broadened the workshop’s understanding of cyber
resilience to include judgement, professional practice and trust in information.

9. Marco Cook (University of Glasgow, UK)

At the Front Line of CNI Resilience: Data Modalities and Al

This presentation focused on critical national infrastructure resilience and the role of data modalities in applying
Al effectively. The speaker positioned the work around CNI environments, where cyber incidents can affect
essential services and public safety. The talk’s main value was in emphasising that Al for CNI resilience cannot
depend on a single type of data. Real infrastructure produces heterogeneous signals, including logs, sensor data,
network traffic, operational data, maintenance records, alarms, human reports and physical process
measurements.

The phrase “data modalities” was central. Different modalities capture different parts of the system. Network
data may show communications and suspicious connections, while process data may show whether a plant, grid
or control system is behaving normally. Textual reports may contain operator observations or maintenance
context. Time-series sensor streams may reveal early changes before a conventional cyber alert appears. The
challenge is to combine these sources so that Al can support situational awareness rather than produce isolated
predictions.

The talk aligned with several other presentations on cyber-physical systems and smart grids. In CNI, cyber
defence must understand operational context. A network anomaly may be harmless during maintenance but
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serious during normal operation. Similarly, a process anomaly may be caused by equipment failure,
misconfiguration, environmental conditions or malicious interference. Al models must therefore support
interpretation across cyber and physical domains.

The presentation’s likely contribution was to map how Al can be used at the “front line” of resilience. This
includes detecting anomalies, fusing evidence, prioritising incidents, supporting analysts and improving the
speed of response. However, the talk also implied that data quality, access, governance and integration are
major barriers. Many CNI organisations operate legacy systems, siloed data stores and strict operational
constraints. Al adoption therefore depends on careful engineering and trust-building, not just model selection.

The importance of this work lies in its practical orientation. National resilience depends on the ability to detect
and manage disruption across sectors such as energy, transport, water, telecommunications and health. Al may
help, but only if it respects the realities of these environments: safety requirements, limited downtime,
fragmented ownership, legacy protocols, incomplete observability and high consequences of false decisions.

Overall, the talk reinforced one of the workshop’s strongest messages: Al-enabled cyber defence must become
multimodal, context-aware and operationally grounded. CNI resilience is not only about better algorithms; it is
about connecting the right data, interpreting it in context, and helping organisations respond before cyber or
physical disruption escalates.

10. Saqib Hussain (Northumbria University, UK)

Forensically Informed Multi-Model Machine Learning Framework for Fake News

Detection

This presentation addressed fake news detection through a forensically informed multi-model machine learning
framework. The topic fits naturally within the Al-cybersecurity agenda because disinformation, synthetic media
and manipulated narratives increasingly function as cyber-enabled influence threats. The talk focused on
detection not as a simple text-classification problem, but as a forensic task requiring multiple forms of evidence
and careful interpretation.

A multi-model approach is important because fake news can manifest in different ways. Some false stories
contain linguistic cues, exaggerated claims or unusual stylistic patterns. Others are persuasive because they
imitate legitimate reporting conventions. Some rely on manipulated images, recycled media, misleading context
or coordinated sharing. A single model trained only on text may therefore miss important signals. By combining
different machine learning models and feature types, the framework aims to improve robustness across domains
and content styles.

The phrase “forensically informed” is particularly significant. In forensic contexts, a detection output should not
simply label content as fake or real. It should support reasoning about why the content is suspicious, what
evidence contributes to the judgement, and how reliable the conclusion is. This is important if such tools are
used by investigators, journalists, analysts or public bodies. A black-box prediction without explanation may be
difficult to trust or act upon.

The talk appears to have considered balanced datasets and cross-domain performance during discussion. This
matters because fake news detectors often perform well on familiar datasets but degrade when applied to new
topics, platforms or writing styles. A useful system must generalise beyond the training domain and avoid
learning superficial artefacts such as source-specific formatting or topic bias.

The presentation’s wider contribution was to connect fake news detection with cybersecurity practice.
Disinformation can be part of hybrid threats, election interference, crisis manipulation, reputational attacks,
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fraud and social engineering. For cyber practitioners, the ability to identify misleading information is increasingly
relevant to incident response, threat intelligence and organisational communication.

The talk also linked closely with Allison Wylde’s work on practitioner resilience to disinformation and Zahra
Farzadpour’s work on video source camera identification. Together, these talks showed that Al-cybersecurity now
includes information authenticity across text, image and video. The workshop therefore treated fake news not as
a separate media-studies problem, but as part of a broader security challenge involving trust, evidence and
adversarial manipulation.

Overall, the presentation highlighted the need for detection systems that combine machine learning accuracy
with forensic reasoning. In a world of generative Al and fast-moving online narratives, fake news detection must
become explainable, cross-domain and evidentially useful.

11. Ali Imran (University of Strathclyde, UK)

Al-Powered Cognitive Cyber Threats and NATO’s Strategic Response

Ali Imran’s presentation explored how Al is transforming cyber conflict into a more cognitive and strategic threat
environment. The talk was positioned within NATO’s response to Al-enabled cyber threats and reflected the
speaker’s early-stage PhD research. Its main contribution was to frame Al-powered cyber activity not only as
technical intrusion, but as a broader form of cognitive warfare involving perception, decision-making, trust,
influence and strategic stability.

The idea of cognitive cyber threats is important because Al can be used to shape what people believe, how
organisations interpret events and how decision-makers respond under pressure. Generative Al can produce
tailored phishing, convincing impersonation, synthetic narratives and persuasive disinformation. Automated
systems can analyse targets, personalise influence and scale operations. In a NATO context, these capabilities
intersect with defence, deterrence, resilience, strategic communication and alliance coordination.

The talk suggested that cyber conflict is moving beyond network penetration into the manipulation of human and
organisational cognition. This includes attacks that exploit attention, trust, bias, uncertainty and information
overload. Al amplifies such threats because it reduces the cost of producing personalised content and enables
attackers to operate across languages, platforms and audiences.

The NATO dimension added a policy and strategic layer to the workshop. Technical defences alone are
insufficient when threats target public confidence, military decision cycles, democratic institutions or alliance
cohesion. NATO’s response must therefore combine cyber defence, Al governance, information resilience,
capability development, training and international cooperation. The talk appears to have been at proposal and
literature-review stage, so it was less about presenting final empirical findings and more about mapping an
emerging research agenda.

The presentation was valuable because it connected Al-cybersecurity to geopolitics and defence strategy. It also
anticipated themes in the final talk on Al, geopolitics and cybersecurity. Both talks recognised that Al-enabled
cyber risk is shaped by state competition, strategic intent and institutional readiness, not only by malware or
vulnerabilities.

In the workshop context, this talk broadened the discussion from systems security to societal and alliance-level
resilience. It asked how institutions such as NATO should understand Al-enabled threats that blur the boundaries
between cyber attack, information operation, psychological influence and strategic disruption. The central
message was that Al changes the scale, speed and precision of cognitive cyber threats, and that strategic
organisations must adapt their doctrines and responses accordingly.
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12. Marc Walker (Newcastle University, UK)

Ontology-Driven EVSE Threat Assessment

This presentation examined ontology-driven threat assessment for electric vehicle supply equipment, using
AllegroGraph, LLM-assisted methods, expert-annotated ontologies and a structured threat catalogue. The topic
is highly relevant because electric vehicle charging infrastructure sits at the intersection of energy, transport,
digital platforms and consumer access. As EVSE becomes more widely deployed, weaknesses in charging
systems could affect users, operators, grids and wider critical infrastructure.

The core idea was to use an ontology to represent knowledge about EVSE assets, threats, vulnerabilities,
relationships and mitigations. Ontologies are useful because they allow concepts and relationships to be
structured explicitly rather than hidden inside unstructured documents or isolated spreadsheets. In threat
assessment, this can help analysts connect assets to attack paths, controls, standards and risk scenarios. It also
supports more consistent reasoning across complex infrastructure.

The use of LLM “magic predicates” or LLM-assisted functions suggested a hybrid approach in which language
models help query, enrich or reason over the knowledge graph. This is important because EVSE threat
assessment involves technical documentation, standards, component descriptions, known vulnerabilities and
expert judgement. An LLM can help interpret or map natural language into structured concepts, while the
ontology can constrain and organise the result. This combination may reduce the risk of purely free-form LLM
reasoning while still benefiting from language-model flexibility.

The talk’s emphasis on expert-annotated ontologies was important. In safety and infrastructure contexts, an
automatically generated knowledge graph is not enough. Domain experts must validate the concepts,
relationships and threat categories. Expert annotation improves trust and helps ensure that the system reflects
real EVSE architecture and operational constraints.

The presentation aligned with several workshop themes: securing Al-supported systems, applying Al to cyber risk
assessment, and improving explainability. Ontology-driven systems can provide a clearer explanation of why a
particular threat is relevant and which relationships support that conclusion. This is valuable for engineers,
regulators, asset owners and security teams.

The broader significance is that EV charging infrastructure is becoming a large, distributed cyber-physical system.
Itincludes payment systems, user identities, cloud management, grid interaction, firmware, communication
protocols and physical access. Threat assessment must therefore be systematic and scalable. The proposed
framework offers a route towards structured, explainable and updateable risk reasoning for this emerging
infrastructure.

Overall, the talk demonstrated how Al and semantic technologies can support cybersecurity without relying only
on opaque classification. By combining ontologies, LLM assistance and expert knowledge, EVSE threat
assessment can become more transparent, reusable and operationally useful.

13. Lora Safar (Northumbria University, UK )

Can Chatbots Be Hacked: Prompt Injection Attacks in LLMs

This presentation focused on prompt injection attacks against chatbots and large language models. The topic sits
at the heart of “security for Al systems” because prompt injection exploits the way LLMs interpret instructions,
context and user input. As LLMs are increasingly connected to tools, documents, APIs and enterprise workflows,
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promptinjection becomes more than a nuisance; it can become a route to data leakage, unauthorised actions or
manipulation of system behaviour.

The talk likely began from a simple question: can chatbots be hacked? In conventional cybersecurity, “hacking”
often involves exploiting software vulnerabilities. In LLM systems, attackers may instead craft natural-language
instructions that override system intent, bypass safeguards or cause the model to reveal information. This shifts
part of the attack surface from code to language. A malicious prompt may tell the model to ignore previous
instructions, disclose hidden context, follow attacker-defined rules or misuse connected tools.

The significance of prompt injection increases when LLMs are used in retrieval-augmented generation, customer
support, coding assistants, cyber operations or agentic systems. If a model reads untrusted content from a
webpage, email or document, that content may contain hidden instructions. The model may then treat those
instructions as part of the task. This creates indirect prompt injection, where the attacker does not need direct
access to the system user.

The presentation’s value for the workshop was its practical relevance. Many organisations are adopting chatbots
rapidly, but still treat them like ordinary software interfaces. The talk would have reminded participants that LLMs
require specific threat modelling. Input filtering, output monitoring, least-privilege tool access, separation
between instructions and data, retrieval hygiene, human approval for high-risk actions, and robust evaluation are
all needed.

The talk also connected with Ollie Whitehouse’s warning that guardrails alone are not sufficient. Prompt injection
research repeatedly shows that model-level safety controls can be bypassed or weakened by context, phrasing
and tool use. A secure deployment therefore requires layered controls around the model, not just a system
prompt.

Overall, the presentation highlighted a central lesson for Al deployment: chatbots are not passive text generators
when they are embedded in workflows. They become interfaces to data, decisions and actions. Prompt injection
turns language into an attack vector, so securing chatbots requires cybersecurity thinking from design through
deployment.

14. Henry Kabuye (Northumbria University, UK)

Agentic SABRE: An Uncertainty-Aware Multi-Agent Framework for Adaptive

Ransomware Detection

This presentation introduced Agentic SABRE, an uncertainty-aware multi-agent framework for adaptive
ransomware detection. The work addressed one of the most damaging forms of cybercrime and placed it in the
context of agentic Al. Ransomware detection is difficult because attacks evolve, behaviours vary across
environments, and defenders must act quickly before encryption, exfiltration or lateral movement causes major
harm. The agentic framing suggests a system in which multiple Al agents cooperate to observe, reason, detect
and respond.

The “uncertainty-aware” element is particularly important. Security systems often produce confidence scores,
but operational decisions require knowing when the model is uncertain, when evidence is incomplete and when
escalation is needed. In ransomware detection, false negatives can be catastrophic, but false positives can
disrupt normal operations. An uncertainty-aware framework can help decide when to trust an automated
judgement, when to gather more evidence and when to involve a human analyst.

A multi-agent design is well suited to ransomware because relevant signals may appear in different places. One
agent may monitor file-system behaviour, another network connections, another process activity, another user
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behaviour, and another threat intelligence or logs. These agents can share partial evidence and build a more
complete picture of attack progression. This resembles the cross-domain fusion ideas in the LOTL-Hunter talk,
but applied specifically to ransomware and adaptive defence.

The adaptive aspect suggests that the system can respond to changing attack patterns rather than relying only on
static signatures. Modern ransomware groups alter tooling, timing, encryption behaviour and exfiltration
methods. An adaptive framework may learn from new patterns, update agent priorities, or modify detection
thresholds based on environmental risk.

The presentation likely drew attention to the relationship between Al as defender and Al as attacker. Ransomware
operators can also use Al to improve phishing, reconnaissance, evasion and negotiation. Defenders therefore
need systems that can operate faster and with better contextual reasoning. However, the talk’s uncertainty
emphasis prevents naive automation. It recognises that agentic defence must be governed and calibrated.

Overall, Agentic SABRE represented the workshop’s move toward next-generation cyber defence. It linked
ransomware detection with multi-agent collaboration, uncertainty quantification and adaptive response. The
contribution was not simply another classifier, but a framework for coordinated, risk-aware detection in a threat
environment where both attack and defence are becoming more automated.

15. Shivangi Gupta (University of Kent, UK)

Agentic Al vs Non-Agentic Al: Motivation, Security Implications, and Research

Foundations

This presentation explored the difference between agentic and non-agentic Al, why the distinction matters, and
what security implications follow. The topic was highly relevant because “agentic Al” appeared throughout the
workshop and was also a major theme in Ollie Whitehouse’s keynote. The talk helped clarify that agentic Al is not
merely a more advanced chatbot. It refers to systems that can plan, use tools, take actions, maintain goals,
interact with environments and potentially delegate subtasks with less continuous human control.

Non-agentic Al generally responds to prompts or performs bounded tasks. Its security risks are real, but the
system usually does not independently pursue goals. Agentic Al changes the risk profile because it introduces
autonomy, persistence, tool use and action. An agent may browse, call APls, write code, alter configurations,
communicate with other agents or make decisions within a workflow. This creates new questions about identity,
authority, accountability and containment.

The talk’s motivation was likely to establish research foundations for studying these systems. Researchers need
clear definitions, threat models and evaluation methods. Without this, agentic Al becomes a vague label and
security analysis becomes inconsistent. The talk probably compared agentic and non-agentic systems across
autonomy, memory, planning, environmental feedback, tool access and human oversight.

The security implications are substantial. Agentic Al can improve cyber defence by automating triage,
vulnerability discovery, incident response and coordination. But it can also be misused for reconnaissance,
phishing, exploit chaining, malware adaptation or automated social engineering. Even benign agents can cause
harm if they misunderstand goals, over-delegate permissions or act on poisoned information. These risks are not
only technical; they also involve governance and human supervision.

The presentation connected with several other talks, including prompt injection, ransomware agents, LLM
fingerprinting, human factors and Al misuse tactics. It provided conceptual scaffolding for why these issues are
becoming urgent. If systems remain non-agentic, many controls can be designed around human approval. If
systems become agentic, controls must address autonomous decision loops.
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Overall, the talk contributed a foundational lens for the SIG. It encouraged the community to avoid using “agentic
Al” as a buzzword and instead study its properties, risks and design requirements carefully. The key message was
that agentic Al creates both powerful defensive opportunities and qualitatively different security problems,
especially around delegated action, trust, monitoring and accountability.

16. Oleksandr Letychevskyi (Heriot-Watt University, UK)

Neuro-Algebraic Digital Twin for Intrusion Detection

This presentation introduced a neuro-algebraic digital twin approach for intrusion detection. The talk, captured at
the beginning of the second transcript, described a system in which Al detects suspicious activity and passes
relevant program or system state to an algebraic modelling component. The algebraic component then confirms
or rejects the Al-generated hypothesis, with the aim of reducing false positives and supporting more rigorous
analysis of potential exploitation.

The approach differs from a conventional digital twin based purely on simulation. The speaker argued that
accurate simulation is not always possible because complete concrete values and full execution paths may be
unavailable. Algebraic modelling can work with arbitrary variables and constraints, allowing the system to reason
about possible states rather than only observed values. This makes formal methods part of the detection process
and expands the capacity for behavioural analysis.

The system monitors internal software states such as registers or memory fragments. When suspicious activity is
detected, the digital twin models whether the state could lead to exploitation of a known weakness or indicate a
zero-day style attack. If an intrusion is confirmed, the digital twin may generate a response or attempt
neutralisation, such as resetting data in registers or memory without stopping the whole system. The talk
described this response capability as experimental, but promising.

The Q&A clarified that the digital twin was a model of the binary code and that the process was intended to be
autonomous rather than human-in-the-loop. The speaker acknowledged that performance metrics were not yet
available because the work was at proof-of-concept stage. This was an honest and useful limitation. It showed
that the idea is still being tested, especially around response time, accuracy and practical deployment.

The significance of the presentation lies in combining Al detection with formal verification-style reasoning. Many
Al-based security systems suffer from false positives and limited explainability. A neuro-algebraic approach can
use Al for pattern discovery while relying on algebraic methods to test whether a suspected state is actually
dangerous. This hybrid structure may be especially useful for safety-critical software such as railway interlocking
systems, which the speaker mentioned as an experimental context.

Overall, the talk added a distinctive formal-methods perspective to the workshop. It showed that Al for cyber
defence does not need to mean replacing rigorous analysis with black-box models. Instead, Al can generate
hypotheses and formal components can check them. This combination could become important for high-
assurance intrusion detection and automated response.
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17. Mahendra Pratap Singh (National Institute of Technology
Karnataka, India)

Learning-Aware Anomaly Detection in Secure Federated Learning

Mahendra Pratap Singh’s presentation focused on improving security in federated learning by making anomaly
detection more learning-aware. Federated learning allows multiple clients to train a shared model without
directly sharing their raw data. This is valuable for privacy-sensitive environments, but it also creates security
risks because malicious clients can send poisoned or misleading updates. If those updates are aggregated into
the global model, the model may degrade, become biased or learn attacker-controlled behaviour.

The speaker argued that cooperative learning is increasingly necessary, but secure cooperation remains difficult.
Existing robust aggregation and malicious-update detection methods have limitations. Some rely too heavily on
magnitude-based detection, where unusually large or small updates are treated as suspicious. However,
malicious behaviour may not always be visible through simple magnitude differences. Attackers can craft
updates that look statistically normal but still influence learning in harmful ways. There is also tension between
robust aggregation and privacy, because detecting malicious clients may require information that privacy-
preserving protocols try to hide.

The proposed direction was learning-aware anomaly detection at subgroup level. Instead of collecting and
assessing individual client updates in isolation, the system first performs subgrouping and then evaluates
aggregation at subgroup level. This helps capture patterns of learning behaviour rather than only single update
values. The concept of malicious client update elimination was used to describe the process of identifying and
reducing the effect of suspicious contributions.

The approach is important because federated learning security must distinguish between genuinely malicious
behaviour, normal non-IID data variation and benign clients whose data distribution differs from others. In real
deployments, clients may have different local data, different hardware, different usage patterns and different
update quality. A naive detector may punish legitimate variation. Learning-aware analysis aims to understand
whether an update is harmful in terms of its effect on model learning, not just whether it is numerically unusual.

The presentation connected directly with the workshop theme of securing Al systems. Federated learning is often
presented as a privacy-preserving Al method, but privacy does not automatically mean security. Poisoning,
backdoors and malicious aggregation remain serious problems. The talk therefore highlighted the need to design
Al training systems that are robust against adversarial participants while still respecting privacy constraints.

Overall, the work offered a more nuanced route for federated learning defence. By moving from individual
magnitude checks to subgroup-level learning-aware anomaly detection, it aims to make collaborative Al more
resilient against poisoned updates and malicious clients.

18. Mordecai Otter (Cardiff University, UK)

Human Factors in Al Cybersecurity: Why the Analyst Matters

Mordecai Otter’s presentation was one of the clearest human-centred contributions of the day. The talk argued
that the adoption gap in Al cybersecurity is not mainly technical. Organisations may buy Al tools and vendors may
show efficiency improvements, but analysts do not always use these systems as intended. The key barriers are
trust, data governance, workload, alert fatigue and the design of human-Al interaction.

The speaker used strong statistics to show the pressure on security operations centres. SOCs may receive
thousands of alerts per day, many analysts feel overwhelmed, large proportions of alerts are ignored, and some
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analysts admit to switching alerts off. These figures were used to show that cybersecurity already has a human
performance crisis. Adding Al without redesigning the human role may simply create another layer of automation
that people misuse, disuse or distrust.

The talk used examples from other safety-critical domains, including the Three Mile Island nuclear incident and
the Uberlingen mid-air collision. These examples illustrated that technically correct alerts or automated
instructions can still fail if they overload, confuse or conflict with human operators. The lesson for cybersecurity
is that the interface between human judgement and machine recommendation matters as much as model
accuracy.

The taxonomy of misuse, disuse and abuse was central. Misuse refers to over-reliance, where analysts trust Al
uncritically and accept wrong recommendations. Disuse refers to under-reliance, where analysts reject or
disable systems that they find unhelpful. Abuse refers to the automation of functions without proper regard for
human performance, leaving the human role as an afterthought. The speaker argued that Al cybersecurity
systems must be designed around human capabilities rather than assuming analysts are interchangeable.

The Q&A explored how trust is defined. Otter distinguished between psychological trust scales and behavioural
trust. In cybersecurity, the most important measure may be what analysts actually do: whether they accept
advice, reject it, follow it when it is correct, or override it when it is wrong. This behavioural framing is valuable
because stated trust does not always match operational reliance.

The talk’s significance was that it challenged a common assumption in Al security: that better automation
automatically improves defence. In practice, Al can worsen outcomes if analysts over-trust it, ignore it,
misunderstand it or are not trained to work with it. The presentation therefore called for multidisciplinary design
involving cybersecurity, psychology, human factors and organisational research.

Overall, the message was simple and powerful: Al may be the future of cyber defence, but people are the present.
Effective Al-cyber systems must support analysts, reduce cognitive burden and preserve meaningful human
judgement.

19. Eaby Babu (Northumbria University, UK)

Closed-Box Inference of LLM Features through Adversarial Querying and Network

Timing Information

This presentation described a funded project on closed-box inference of large language model features through
adversarial querying and timing analysis. The speaker framed the problem around trust and auditability. When an
organisation buys or uses access to a closed LLM, it may be told that the model has a certain size, architecture or
capability, but it has limited ability to verify those claims. The project asks whether external behaviour can reveal
internal features of a closed model.

The work combined two main channels. The first was adversarial or behavioural querying, where carefully
designed prompts are sent to models and the outputs are analysed. The second was timing and network-side
measurement, including inter-token timing, jitter, latency and other communication characteristics. The speaker
described inter-token timing as a kind of “heartbeat” of the LLM. By combining behavioural features and timing
features, the team created model signatures or fingerprints.

The project was tested on a large set of open models and a smaller set of closed models. Open models provide
ground truth because their architecture and parameters can be inspected. Closed models provide the real-world
target setting. The speaker mentioned experiments over many models and a feature set including around 45
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timing parameters plus behavioural features. The models studied included major Al vendors such as OpenAl,
Google and xAl, alongside others.

The results were promising but not complete. The talk reported model identification accuracy of around 72%,
with stronger performance for some individual models. It also reported useful inference for parameter count and
other model attributes, although some features were still below the desired level. This honesty was important
because closed-box modelinference is a hard problem affected by routing, load balancing, model updates,
quantisation, caching, network conditions and vendor infrastructure.

The security relevance is substantial. Closed-box inference can support Al governance, vendor assurance,
procurement, audit and security testing. If a provider changes the model behind an API, reduces model size under
load, or routes users to different systems, external fingerprinting may detect the difference. It can also help
identify shadow use of models or verify claims in sensitive settings.

The talk also raises dual-use questions. The same techniques that help auditors may help attackers understand
model behaviour. This makes governance and responsible disclosure important. In the workshop context, the
presentation showed how Al security is moving beyond prompt safety into model provenance, assurance and
infrastructure-level observability. It was one of the clearest examples of research aligned with national Al safety
and security priorities.

20. Rahul Yumlembam (Northumbria University, UK)

SAE Fingerprinting of LLM Hyperparameters: Closed-Box Inference of LLM Architecture

via Sparse Autoencoders

Rahul Yumlembam’s presentation extended the closed-box LLM inference theme using sparse autoencoders to
fingerprint model hyperparameters. The talk began with the idea of superposition in neural networks: a single
neuron may represent multiple features, making interpretation difficult. Sparse autoencoders can help
disentangle these representations by expanding activations into a larger latent space, allowing more
interpretable features to emerge.

The approach used a “reader” LLM with accessible weights and sparse autoencoder activations. Outputs
generated by target LLMs were passed through this reader system, and the resulting activation patterns were
analysed. The research question was whether closed-box LLMs leave visible fingerprints in the activation space
of another model. If they do, those fingerprints may reveal approximate hyperparameters such as model size,
vocabulary size, tokenizer characteristics, attention type or feed-forward ratio.

The speaker used an analogy involving musical instruments. If piano, guitar and drums all play at once, itis hard
to separate the sounds. Sparse autoencoders aim to separate mixed representations in a similar way. By
disentangling latent features, the method can identify patterns that correlate with architectural properties of the
original model.

The experiments were conducted over a large set of open-weight models, ranging from small models to very large
mixture-of-experts systems, and across multiple architectures. The talk showed that models from the same
family tended to cluster together in the representation space. This is valuable because it suggests that LLM
outputs contain systematic traces of architecture and training lineage. The speaker also reported strong
prediction for some hyperparameters, including an 81% accuracy figure for a feed-forward-related property and
examples where parameter count prediction was close for certain models.

The work is still developing. The speaker noted that some predictions had higher error rates and that factors such
as reinforcement learning from human feedback, dataset differences and other confounders may affect the
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fingerprints. The next step is to test more extensively on closed-box APls and compare different sparse
autoencoders.

The significance of the talk is that it pushes model auditability into a new space. Rather than relying only on direct
APl outputs or timing, it asks whether another neural model can act as a probe for hidden architecture. This has
implications for procurement, model governance, closed-box assurance and Al security research. It also
complements the previous talk by offering a second channel for closed-model fingerprinting.

Overall, the presentation showed that LLMs may reveal more about themselves than vendors intend, even when
weights and architecture are hidden. Sparse autoencoder-based fingerprinting could become an important
method for understanding, verifying and auditing closed Al systems.

21. Yang Liu (Swansea University, UK)

Reinforcing Federated Learning Against Poisoning Attack: A Football-Inspired Defence
Strategy

Yang Liu’s presentation used a football analogy to explain a defence strategy against poisoning attacks in
federated learning. The talk was engaging because it translated a technical problem into a familiar scenario. In
federated learning, multiple clients collaborate to train a global model. Some clients may be malicious and
submit poisoned updates. The challenge is to identify harmful participants without wrongly excluding honest
clients whose behaviour looks unusual for benign reasons.

The football analogy was used carefully. A goalkeeper who avoids touching a ball may appear suspicious, butin
anindirect free kick that behaviour may be tactically correct. A striker who refuses to shoot into an open goal may
be a traitor. A defender and goalkeeper involved in an own goal may simply have made a coordination mistake.
The lesson was that behaviour, intent and outcome are not the same. A defence system should not label clients
as malicious solely because the outcome is bad or a single action looks abnormal.

The proposed federated learning defence draws from this idea. Instead of immediately removing clients with
unusual updates, the system analyses behavioural patterns and adjusts their importance dynamically. In football
terms, a coach may bench or reduce a player’s tactical role rather than expel them at the first mistake. In
federated learning, this corresponds to reducing the weight of suspicious clients during aggregation rather than
removing them outright.

The speaker described calculating similarities between clients to identify abnormal behaviour. Once a client
appears abnormal, the approach assigns lower weight to its update and then aggregates contributions into the
next global model. This provides dynamic risk analysis and reduces the chance of excluding honest but unusual
clients too early. The approach was tested with 20 clients, including scenarios where 8 clients, or 40%, were
malicious. The speaker reported that the proposed method outperformed traditional methods, including under
non-lID data settings.

The talk also mentioned off-pitch analogies such as player transfers and retirement. In federated learning, clients
may join or leave over time, creating a dynamic environment. A good defence must therefore adapt to changing
participation, not assume a fixed set of clients.

The presentation’s strength was its accessibility and conceptual clarity. It showed that cybersecurity can borrow
useful ideas from other domains when those ideas capture relevant structure. The football analogy clarified why
malicious-client detection should consider context, coordination and behavioural patterns rather than raw
outcomes alone.
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Overall, the talk contributed a practical and intuitive approach to federated learning security. It reinforced the
workshop’s broader message that Al systems need protection not only from external attacks, but from
compromised or malicious participants inside collaborative learning processes.

22. Jason R. C. Nurse (University of Kent, UK)

When Al Becomes the Weapon: Understanding Misuse Tactics

Jason Nurse’s presentation examined how Al models can be misused as weapons, particularly for social
engineering and phishing-related activity. The talk was deliberately framed as ongoing work, with the speaker
presenting early findings and inviting collaboration. Its central concern was that Al systems can be repurposed by
attackers even when providers attempt to restrict harmful use.

The research involved testing different Al LLM models with purpose-built queries to see how susceptible they
were to misuse. The speaker referred to around 50 queries designed to probe whether models would assist with
malicious or manipulative tasks. The examples included attempts to generate phishing-style content or other
social engineering material. This aligns closely with public concerns about generative Al lowering the barrier to
cybercrime by helping less skilled attackers produce more convincing messages, scripts or plans.

A key point in the talk was that LLM models (like Gemini, Grok, Claude etc.) improve over time, but attacker
adaptation also improves. Early versions of public chatbots were often more willing to produce harmful content
directly. Later models became better at refusing obvious requests. However, the speaker argued that attackers
can still be clever enough to reframe, fragment or disguise misuse attempts. This creates an arms race between
safety controls and adversarial prompting.

The presentation was important because it treated Al misuse as an empirical question. Instead of assuming that
models are either safe or unsafe, the work tests their behaviour under different prompts and across model
versions. This helps researchers understand which safeguards work, where they fail and how misuse tactics
evolve. It also helps identify differences between providers and between open and closed models.

The talk connected strongly with Ollie Whitehouse’s discussion of guardrails. Guardrails can reduce harmful
outputs, but they cannot be the only line of defence. If frontier-like capabilities become widely available through
open models, fine-tuning, distillation or removed safeguards, then organisations must assume that attackers will
have access to useful Al capability. The question becomes how to reduce harm through monitoring, education,
detection, policy and secure system design.

The presentation also contributed to the “Al as attacker” side of the workshop. Many talks focused on Al as a
defender; this one reminded participants that the same technology can support reconnaissance, persuasion,
deception and automation of cybercrime. The broader implication is that cyber defence must prepare for
adversaries who use Al not only to write code, but to manipulate people and processes.

Overall, the talk provided a realistic and research-grounded view of Al misuse. It avoided alarmism while
recognising that safety controls are imperfect and that attacker creativity remains a serious challenge.

23. James Rajasekaran (Northumbria University, UK)

Sparsity-Based Approaches for Data Anomaly Detection in Unobservable Smart Grids

James Varajasekaran’s presentation shifted the workshop toward power systems and smart-grid security. The
speaker introduced himself as an electrical engineer working among computer scientists, which usefully

highlighted the interdisciplinary nature of Al-cybersecurity. The talk focused on anomaly detection in distribution
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networks where visibility is limited. Unlike some transmission systems, distribution grids often have sparse
measurement coverage, making cyber-attack detection more difficult.

The central problem is that cyber threats can affect both transmission and distribution systems, but distribution
networks may not provide enough sensors or measurements to reconstruct the full system state directly.
Attackers may inject false data, manipulate measurements or attempt stealthy attacks that remain hidden under
normal monitoring. The speaker therefore explored sparsity-based approaches that can detect anomalies even
when much of the grid is unobservable.

One method involved matrix completion. The idea is that even if only sparse measurements are available, the
underlying system may have structure that can be exploited. If the complete matrix of system behaviour has low-
rank or sparse characteristics, missing values can be inferred or approximated. Once a more complete
representation is obtained, anomalies can be detected by comparing expected and observed behaviour.

The speaker also discussed hypothesis testing for data anomaly detection. Several cases were considered,
including no attack, simple blind attack, stealthy attack and scenarios using moving target defence. Moving target
defence introduces deliberate perturbations into network parameters to make stealthy attacks harder to hide. If
an attacker does not know or cannot track the changed parameters, their manipulated data becomes more
detectable.

The results indicated that anomalies could be detected even under extremely low visibility, and that a modified
linear or low-rank representation-based method performed better than existing alternatives, including some
neural network-based approaches. This was a useful reminder that Al-cybersecurity does not always require
deep learning. Mathematical structure, sparsity, optimisation and domain knowledge can be equally important.

The significance of the talk lies in its relevance to critical infrastructure. Smart grids are cyber-physical systems
where data integrity directly affects operational decisions. False data injection can lead to incorrect state
estimation, inefficient operation or even physical risk. Detection methods must therefore work under realistic
constraints, including sparse sensors and partial observability.

Overall, the presentation showed how domain-specific mathematical methods can strengthen cyber resilience in
energy systems. It complemented the broader workshop by demonstrating that Al and data-driven security must
be adapted to the physical structure and measurement realities of each infrastructure domain.

24. Elochukwu Ukwandu (Cardiff Metropolitan University, UK)

A Framework for Al in Forensic Investigations

Elochukwu Ukwandu’s presentation proposed a framework for using Al in forensic investigations. The talk
addressed an important gap: Al tools are increasingly being used in investigative contexts, but there is still a need
for structured guidance on how they should be selected, validated, explained and used in ways that can support
evidential processes. The speaker’s aim was to move towards a framework that investigators can refer to rather
than relying on scattered or ad hoc Al adoption.

The presentation considered established forensic and Al guidance, including NIST-related material and principles
of explainable Al. Explainability was a central issue because forensic investigation does not only require a result;
it requires a result that can be understood, challenged and defended. If Al is used to generate leads, classify
evidence, reconstruct events or support analysis, investigators must know what the system did, what evidence it
used and how reliable its output is.

A major question raised during the discussion concerned Al-generated evidence and courtroom use. If Al
produces or transforms evidence, how can that evidence be submitted, validated or challenged in court? The
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speaker acknowledged that benchmarks and legal-operational relationships still need to be developed,
especially through engagement with police, courts and forensic practitioners. This was an important limitation
because forensic Al cannot be designed purely in academic isolation.

The talk’s significance lies in recognising that Al in forensics is not just about accuracy. It involves chain of
custody, admissibility, transparency, reproducibility, bias, accountability and human oversight. A system that
performs well in a laboratory may still be unsuitable if its output cannot be explained or if its use undermines
evidential integrity.

The proposed framework aimed to provide direction for different investigative situations. It could help
practitioners decide when Al is appropriate, what controls are needed, how explainability should be assessed,
and how outputs should be documented. This would be valuable as forensic teams increasingly face large
volumes of digital evidence, including multimedia, logs, communications, devices and Al-generated content.

The presentation connected with other workshop talks on fake news detection, source camera identification and
disinformation. Together, these talks showed that cyber forensics is expanding into Al-mediated evidence
environments. Investigators must now consider not only whether a system was compromised, but whether media
is synthetic, whether Al tools were used responsibly, and whether analytical outputs are trustworthy.

Overall, the talk made a strong case for structured, explainable and legally aware Al adoption in forensic
investigations. It highlighted the need for collaboration between researchers, law enforcement, legal
professionals and standards bodies.

25. Adrian Brissett (Northumbria University, UK)

Hybrid Insider Threat Detection

Adrian Brissett’s presentation focused on hybrid insider threat detection. The talk began with a clear contrast:
cybersecurity is not only about external hackers breaking through firewalls. Some of the most serious risks come
from trusted colleagues or authorised users who may misuse access, exfiltrate sensitive data or act in ways that
harm the organisation. Insider threats are difficult because the user already has some legitimate access and their
actions may initially look normal.

The presentation was based on early work and literature review at Northumbria University. The “hybrid” framing
suggests a combination of multiple evidence sources and methods. Insider threat detection often requires more
than one signal because no single indicator is sufficient. Useful evidence may include user behaviour, access
patterns, file movement, communication behaviour, sentiment, working hours, privilege use, device activity,
network logs and organisational context.

The speaker’s proposed direction appeared to combine technical detection with semantic reasoning. In the
discussion, the idea was raised that communication and reasoning might identify red flags and classify risk
before bringing humans into the loop. This is important because insider threat detection cannot rely only on rigid
rules. A user downloading files may be doing normal work, preparing for a meeting, or exfiltrating data. The
system must understand patterns, context and escalation.

A hybrid approach may combine machine learning, graph-based analysis, behavioural analytics and possibly
LLM-supported interpretation. Graph methods are especially useful because insider risk often involves
relationships between users, assets, devices, projects and permissions. Sequential methods can capture
behavioural change over time. Language models may help interpret unstructured communication or summarise
evidence, but they must be used carefully because employee monitoring raises ethical, legal and privacy
concerns.
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The talk’s importance lies in the difficulty and sensitivity of the insider threat problem. False positives can
damage trust and unfairly target employees. False negatives can allow major data loss or sabotage. A credible
system must therefore be accurate, explainable, proportionate and governed by clear policy. Human review
remains essential for high-risk decisions.

The presentation also connected with the workshop’s broader themes of Al for cyber defence and security
governance. Al can help detect subtle insider patterns, but it can also create new risks if monitoring becomes
opaque or intrusive. The best approach is therefore not simply more surveillance, but carefully designed risk
detection that supports analysts while respecting organisational ethics and legal constraints.

Overall, the talk identified insider threat detection as a rich area for Al-cyber research. It showed the need for
hybrid evidence, contextual reasoning and human oversight in one of cybersecurity’s most challenging domains.

26. Thomas Thu Yein (University of Sunderland, UK)

Al, Geopolitics and Cybersecurity

Thomas Thu Yein’s final presentation brought together the day’s technical themes with a broader geopolitical
perspective. The talk argued that Al has significantly changed the cyber landscape. The rise of LLMs and agentic
Al is accelerating both defensive and offensive cyber capabilities. On the defensive side, Al can improve threat
detection, analysis, automation and response. On the offensive side, it can improve reconnaissance, social
engineering, malware development, vulnerability discovery and information operations.

The talk’s value as the final presentation was that it connected individual research problems to a wider strategic
environment. Al-cybersecurity is not developing in a vacuum. States, companies, criminal groups and
researchers are all pursuing Al capability, but with different intentions. This creates competition around
innovation, talent, governance, infrastructure and security standards. It also means that technical advances can
quickly become geopolitical assets or risks.

The speaker emphasised three broad needs: technological innovation, talent development and improved
government policy and governance. Technological innovation is needed because attackers will use Al whether
defenders are ready or not. Talent development is needed because organisations require people who understand
both Al and cybersecurity, including the limits of automation. Governance is needed because Al-enabled cyber
activity creates risks that cross organisational and national boundaries.

The talk likely touched on the dual-use nature of Al. Tools that help defenders identify vulnerabilities can also
help attackers find them. Models that support analysts can also support threat actors. Agentic systems that
automate defence may also automate offence. This dual-use reality means that Al-cybersecurity policy must
balance innovation, openness, safety and national security.

The presentation also reinforced the need for a group like the CRANE Al-Cyber SIG. No single discipline or
institution can address Al-cybersecurity alone. The workshop included technical ML, formal methods, CNI,
robotics, digital forensics, psychology, geopolitics and governance. The final talk made clear that this diversity is
notincidental; itis necessary.

In closing the day, the presentation served as a synthesis. Al is changing cyber operations at strategic,
organisational and technical levels. Defenders need better tools, but also better policy, workforce preparation
and international awareness. The risks include not only direct cyber compromise but also disinformation,
cognitive manipulation, supply-chain dependence, model misuse and geopolitical competition.

22|Page



Overall, the talk provided a fitting end to the workshop by placing the preceding 23 presentations into a national
and international context. It argued that Al-cybersecurity must be treated as a strategic capability area, requiring
coordinated research, policy and practice.

Overall Reflections

Across the day, the workshop showed that Al-cybersecurity has moved beyond a narrow discussion of applying
machine learning to intrusion detection. The research landscape now includes agentic systems, LLM security,
human factors, infrastructure resilience, forensic evidence, data poisoning, model fingerprinting, disinformation,
robotics, smart grids and geopolitical strategy. This breadth is a strength because the security problems created
by Al are themselves sociotechnical and cross-sectoral.

The strongest recurring theme was the need for secure, observable and accountable Al systems. Several talks
showed how Al can improve defence, but many also warned that Al introduces new attack surfaces. Prompt
injection, Al misuse, closed-box uncertainty, federated learning poisoning, disinformation and agentic autonomy
all demonstrate that Al systems must be secured throughout design, deployment and operation.

A second recurring theme was that Al must support, not erase, human judgement. Human factors, forensic
admissibility, CNI operations, insider threat review and medical LLM safety all require careful decisions about
when automation is useful and when human oversightis essential. The workshop therefore made a strong case
for interdisciplinary collaboration between computer science, engineering, psychology, law, policy and domain
experts.

The event also showed the value of the CRANE Al-Cyber SIG as a national forum. The closing remarks identified
plans for quarterly workshops in different UK regions and a possible annual Al-cybersecurity conference with
peer-reviewed proceedings. Given the diversity and quality of topics presented, this SIG can play an important
role in shaping UK research capacity, collaboration and funding activity in Al-enabled cyber defence and secure
Al systems.
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