CRANE Al Cyber SIG Workshop Report

Second workshop at the University of West London
Summary of the two keynotes and 20 technical presentations
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1 Opening and Event Overview
Second CRANE Al Cyber SIG Workshop

The second CRANE Al-Cyber Special Interest Group workshop took place on 21 September 2026 in hybrid format at
the University of West London. Hosted by the university’s Cyber Security Research Centre, the event brought
together academics, industry practitioners, early career researchers and postgraduate students to examine both the
use of Al in cyber defence and the security of Al systems themselves. Two keynotes and presentations across four
technical sessions connected business risk, human participation, governance and applied security research.

Dr Biju Issac, Chair of the SIG, opened the workshop by welcoming participants in London and online. He thanked
Professor Wei Jie, Dr Alireza Esfahani and the local organising team, and acknowledged CRANE’s leadership and
coordination team, EPSRC and the SIG steering committee. His welcome particularly recognised Dr Adam Robson
and Dr Meera Sarma’s contributions to building the community. Professor Wei Jie reinforced the invitation to
exchange ideas, engage with the presentations and develop collaborations across disciplines and sectors.

The opening returned to the SIG’s two linked questions: how can Al improve cybersecurity, and how can Al systems
become more secure and trustworthy? Biju emphasised that answering these questions requires different skills and
experiences. He specifically encouraged early career researchers and PhD students to help shape the group, while
recognising the value of industry colleagues in bringing practical problems and operational experience into research
discussions.

Dr Meera Sarma’s morning keynote examined Al and quantum security through business exposure, organisational
responsibility and the pace of technological change. Professor George Loukas’s afternoon keynote explored how
non-expert users can contribute to Al security when they receive appropriate information and continuing support.
Together, the keynotes established a useful connection between institutional accountability and the experience of
people who operate or depend on Al systems.

The technical programme ranged from content attribution, model governance and privacy extraction to robotic
safety, cyber risk quantification, digital forensics and connected vehicles. Afternoon contributions examined
independent observation of robots, prediction reliability, security operations, railway vision, data minimisation and
agent security. Across these topics, a recurring question was how to turn a model output into a defensible
operational decision, supported by evidence that remains trustworthy when systems fail or face attack.

2 Dr Meera Sarma — Keynote Speech 1

Thinking Like an Adversary and Understanding Al and Quantum as Business Risks

Meera Sarma’s keynote argued that Al and quantum security require attention at the level of business strategy and
organisational resilience. A cyber incident may begin in a technical system, but its consequences spread into
interrupted services, lost revenue, damaged trust and effects on employees and customers. She used high-profile
business disruptions to illustrate why responsibility cannot remain confined to an IT department.

Drawing on her experience in academia, security research and industry, Sarma compared the operating rhythms of
researchers, businesses and attackers. Research evaluation and publication take time, and organisational investment
decisions can move slowly. Adversaries can share knowledge, combine skills and adapt their methods much faster. Al
adds to this imbalance by reducing the effort required for reconnaissance, deception and other parts of an attack.
Her central concern was the widening gap between the pace of technical capability and the pace at which
institutions understand and respond to risk.

Quantum risk added a longer-term dimension to this discussion. Sarma highlighted the possibility that encrypted
information collected today could become readable in the future, making the useful lifetime of sensitive data
relevant to present decisions. She encouraged organisations to understand their cryptographic dependencies,



identify legacy systems and plan migration rather than waiting for a single predicted date. Crypto-agility, in this
framing, means being able to change cryptographic mechanisms as requirements and capabilities evolve.

The keynote also examined supply-chain dependence and unclear ownership of risk. Organisations need to know
which suppliers, components and services their resilience depends on, and who is responsible for addressing
weaknesses. Sarma linked these issues to the adoption of agentic Al: permissions should be constrained, boundaries
tested and recovery demonstrated. Confidence in a supplier’s assurances should be supported by evidence about
how systems behave under failure or attack.

Skills were another practical concern. Sarma described the difficulty of finding people with expertise spanning
guantum technology and cybersecurity, and the need to develop knowledge across existing professional boundaries.
She encouraged universities to consider how graduates and experienced staff can continue learning as organisational
needs change. The message was that technology adoption, workforce capability and business accountability must
advance together.

Questions explored the relationship between Al adoption and preparation for quantum risk, and how academic
research could become useful to industry sooner. Sarma recommended grounding research in conversations with
chief information security officers, risk leaders and chief architects. These discussions can expose operational
constraints early and help researchers frame questions that matter to organisations. The keynote’s overall challenge
was to connect technical research to decisions about service continuity, investment, supplier resilience and
accountable deployment.

3 Dr Sandra C Obiora
Protecting Creators and MSMEs through the CFCEE Governance Engine

Sandra Obiora of Leeds Beckett University presented the Chudu Fair Compensation and Ethics Engine (CFCEE),
developed with Edidiong James and Dr Great Ejiyi. The work addresses the difficulty creators and micro, small and
medium-sized enterprises face when Al systems retrieve or reuse their content without a visible trail of attribution,
website visits or compensation. Her starting point was the practical experience of a small creative-content platform
whose ordinary analytics did not adequately reveal Al-mediated use.

CFCEE was presented as an intermediary governance and transaction layer connecting creators, platforms, Al
providers and end users. It builds on a Content Traceability Network foundation and proposes explicit rules for free
and paid content within one access process. Free material could be used with attribution recorded, while paid
material would require authorisation before delivery. Metadata, licensing conditions, usage records and
compensation routing would provide an auditable connection between content ownership and subsequent use.

A distinctive feature is the inclusion of Al providers within the incentive structure. Obiora argued that sustainable
adoption needs to recognise their role as service providers while protecting creators’ interests. The proposed system
therefore combines attribution and remuneration with a governance model involving several stakeholders, rather
than relying exclusively on penalties or individual negotiations between small creators and large platforms.

The presentation described a developing research framework, with implementation and validation still to follow.
Proposed evaluation includes attribution accuracy, access-control reliability, transaction integrity, reconciliation of
payments, scalability and a controlled pilot with creators and an Al provider. Its contribution to the workshop was to
broaden Al security and governance beyond attack detection to the traceability and economic accountability of
knowledge use.



4 Shubhadittya Roy
Al and National Security as Both Shield and Sword

Shubhadittya Roy of King’s College London considered Al’s dual role in national security. The presentation contrasted
its capacity to help defenders process information and respond quickly with its ability to reduce the effort required
for attackers to discover weaknesses, generate deception and operate at scale. The emphasis was on how Al changes
the speed and accessibility of existing activities, as well as the problems created by increasing autonomy.

On the defensive side, Al can support intelligence analysis, anomaly detection and the prioritisation of threats across
large volumes of information. These capabilities can reduce pressure on human analysts. On the offensive side,
similar technology can accelerate reconnaissance and make persuasive malicious content easier to produce. Roy
framed the emerging environment as one in which Al-assisted attackers and defenders continually influence each
other’s capabilities.

The talk then examined the gap between achieving a goal and behaving safely. An automated system may complete
its assigned task through actions that create unintended consequences. Critical infrastructure makes this especially
important: a response that contains a suspected threat might also interrupt an essential service. The question is
therefore not simply whether the algorithm detected an anomaly, but whether the intervention was appropriate and
who remains answerable for its consequences.

Roy concluded that human judgement, clear responsibility and limits on automation need to accompany technical
capability. The presentation offered a policy and governance perspective rather than a new detection benchmark. It
connected the keynote’s organisational concerns to later technical discussions about bounded agent behaviour, safe
fallback and the design of meaningful human oversight.

5 Jingyue Dou
CoT SHARP and Privacy Extraction through Exposed Reasoning

Jingyue Dou, a PhD researcher at the University of Hertfordshire, presented CoT-SHARP, a study of privacy extraction
from language models using exposed reasoning. The research asks whether reasoning traces or provider-written
summaries can help an adaptive adversary recover memorised personal information. Its significance is that
information intended to make a model more transparent may also reveal signals that guide subsequent probing.

The experimental design used masked email contexts from the Enron and Jeb Bush email archives, targeting phone
numbers, mailing addresses and email addresses. Two interacting model roles generated successive questions and
responses, with fresh reasoning fed back into later rounds. The stated threat model gave the attacker a masked
context and access to inference, without access to ground truth during the interaction. Ground truth was reserved
for offline evaluation.

Dou emphasised that attack success rate alone can overstate practical extraction. A response containing many
plausible candidates may include a correct value by chance while leaving an attacker unable to identify it. The
evaluation therefore also considered candidate-pool precision, rank-one accuracy, the round at which leakage first
appeared and token cost. The slides reported 40.9% rank-one accuracy for an Enron phone-number condition on
Gemini, compared with below 6% for the tested baselines. Removing reasoning feedback substantially reduced
precision in a separate address-extraction condition.

The reported findings suggest that adaptive reuse of reasoning can improve the reliability of extracted candidates,
including when only reasoning summaries are exposed. The defensive implication was to include the reasoning
channel within the security boundary and consider cumulative query behaviour, rather than filtering final answers
alone. Proposed future work included safety-aware reasoning and monitoring models. These were results for the
tested models, corpora and query budgets, rather than a claim that all reasoning systems leak equally.



6 Daniel Jeremiah

Runtime Process Injection Detection in Trusted Windows Binaries

Daniel Jeremiah, a senior cybersecurity specialist at Aviva and doctoral researcher at Asia Pacific University of
Technology and Innovation, presented dynamic binary-conditioned multilayer perceptron autoencoders for process-
injection detection. The problem is that malicious code can execute inside a legitimate Windows process, leaving the
application’s name and visible behaviour apparently ordinary. File-based inspection alone may miss activity that
occurs in memory.

The approach learns a benign runtime baseline conditioned on the identity of the trusted binary. This addresses an
important limitation of a universal definition of normal Windows behaviour: a text editor, browser and system
process legitimately behave differently. Runtime features are compressed and reconstructed by an autoencoder,
with elevated reconstruction error used to identify deviations requiring investigation. The presentation also
described preserving execution groups during data splitting to reduce leakage between training and evaluation.

The slides reported a benign baseline of 70,570 runtime snapshots from 706 authentic Windows binaries. Reported
benign false-positive rates were 0.066% on Windows 10 and 0.067% on Windows 11. In the evaluated Quasar RAT
and NimPlant payload tests, the reported true-positive rate and F1 score were 1.00. These results describe the
specific experimental conditions and payloads assessed; they do not establish universal detection of process
injection.

The discussion returned to the user’s experience: a compromised application may continue to function normally
without an obvious warning. This makes background behavioural monitoring operationally relevant. Jeremiah’s
proposed next step was adversarial testing using generated patterns that resemble benign execution, followed by
evaluation of whether retraining improves robustness. The talk demonstrated the value of process-specific baselines
while recognising the need to test against adaptive evasion.

7 Zobia Erum

Trustworthy Infrastructure for Al Model Governance

Zobia Erum, a PhD researcher and lecturer at Birmingham City University, examined blockchain infrastructure as a
foundation for auditable Al model governance. Models change ownership, acquire new versions and move between
users and organisations. The longer-term research objective is to maintain verifiable records of those activities,
including provenance, authentic versions and transfers.

The current study focused on the reliability of the underlying infrastructure rather than claiming a completed Al
governance system. Erum evaluated a Qitmeer QNG network using the MyAmana configuration, combining
authorised validators, a graph-based BlockDAG structure and Ethereum Virtual Machine compatibility. The graph
accommodates concurrent blocks, while proof of authority controls participation in block production.

Experiments used three authorised validators and a ten-second block period. Normal block processing continued
with all three active and after one validator stopped. When the stopped validator returned, it synchronised its graph
state, underwent DAG reorganisation and rejoined processing. Normal progression was not observed with only one
active validator. Erum explicitly bounded these observations to the configuration tested.

Questions connected the work to the quantum-security keynote. The discussion distinguished the graph structure
from the cryptographic mechanisms used for signatures and identities: quantum exposure concerns the latter, rather
than following simply from the use of a DAG. Future work includes mathematical modelling, larger distributed
networks, failure and Byzantine-behaviour experiments, and the development of the Al governance layer. The
presentation showed why claims about trustworthy model records depend first on evidence that their supporting
infrastructure remains available and consistent.



8 Dr Don Munasinghe

Who Watches the Detector and the Operator Role in Cobot Security

Don Munasinghe presented work with Professor Wei Jie linking University of West London research and RAVASEC's
industrial perspective. Building on the May workshop’s semi-autonomous intrusion detection and prevention system
for collaborative robots, this contribution shifted attention to the detector’s own trustworthiness and to the people
expected to act on its outputs.

The earlier architecture combined robot operating data, a time-series transformer and responses such as alerts or
stopping a robot. The new presentation examined assumptions behind that approach: whether telemetry is honest,
the detector’s host is uncompromised, normal behaviour remains stable and a stop command can still reach the
machine safely. Moving from a controlled simulation to a factory introduces noisy data, integration constraints and
established operating procedures.

Munasinghe proposed different response levels governed by time to harm and reversibility. Inmediate protective
action belongs with the machine when a human could not respond quickly enough. Less urgent, reversible actions
can be taken with an explanation and an opportunity for correction. Decisions such as resuming operation or
isolating a cell can require a human, while model changes and permitted operating envelopes belong within broader
governance. This gives human oversight a defined function instead of assuming that someone continuously watches
a dashboard.

The interface should explain what happened, why it matters, the uncertainty involved, the safe default and the time
available to respond. False alarms therefore affect safety and operator trust as well as detection performance. The
discussion highlighted training needs and the difficulty of combining operational safety and cybersecurity
responsibilities. Collaboration requests concerned datasets that record both compromises and operator decisions,
and a clearer definition of sufficient runtime evidence. Regulatory developments were presented as a motivation for
this work, alongside the practical need for independent assurance.

9 Anna Cartwright and Professor Edward Cartwright

Cyber Risk Quantification and Al Markets and Incentives

Anna Cartwright and Edward Cartwright presented joint work with Jacob Seifert on the economics of cyber risk
guantification (CRQ). Their perspective was that the market for risk-assessment tools can itself create security
problems when buyers cannot judge the quality of what they purchase. Financial estimates influence investment,
insurance and organisational priorities, so unreliable quantification can have consequences beyond an inaccurate
dashboard.

Al affects this market in several ways. Providers use it within assessment tools, organisations adopt Al systems that
create new assets and exposures, and attackers use Al to change the threat environment. The speakers asked
whether these developments improve the quality of risk measurement or simply make a difficult marketplace harder
to interpret.

Three concerns structured the presentation. First, models often contain hidden assumptions about loss distributions,
dependence and risk spillovers. Second, buyers may be unable to distinguish high-quality products from weaker
ones, allowing marketing to substitute for evidence. Third, widespread reliance on the same tools can create
correlated blind spots. If many organisations make similar decisions from the same flawed assumptions, a local
measurement weakness may become a systemic problem.

The speakers argued for greater transparency, benchmarking and scrutiny of Al claims in CRQ products. Their
contribution was an economic analysis of incentives and market structure, rather than an assertion that a particular



Al method always measures risk better. The talk complemented the business-risk keynote by asking how leaders can
make informed investment decisions when the tools designed to guide them are themselves difficult to validate.

10 Mohammed Ashraf Shaikh

Al and Trace Detection in Digital Forensic Investigations

Mohammed Ashraf Shaikh of the University of Westminster examined how Al-assisted anti-forensic activity can
affect the availability and interpretation of digital evidence. The study used a controlled legacy Windows Server and
Active Directory environment to investigate file deletion and security-log clearing after privileged compromise. Its
focus was evidence visibility and reconstruction, rather than a claim that Al can erase all traces of an incident.

The experiment compared a baseline with the altered system and used forensic imaging, hash verification and
Autopsy analysis to examine what remained. Generative Al responses were considered as a factor that could lower
the knowledge needed to attempt anti-forensic actions. The presentation also noted differences in the responses of
the Al services tested, while keeping the forensic analysis itself grounded in recovered artefacts.

The key finding was that reducing direct evidence did not amount to complete evidence elimination. Deleted files
and cleared logs affected visibility, but filesystem metadata, residual artefacts and independent backups still
supported reconstruction. Comparison with preserved baseline evidence helped investigators assess changes and
corroborate the sequence of events.

Recommendations included centralised logging, independent evidence preservation, protected backups, least
privilege and the replacement or patching of legacy systems. Shaikh also stressed caution when relying on Al-
generated investigative guidance: conclusions should be validated against evidence. The talk connected Al misuse to
a familiar forensic requirement, namely maintaining several trustworthy sources so that an attacker’s control over
one system does not determine the entire evidential record.

11 Sidra Aslam

Privacy for Software Defined Connected and Autonomous Vehicles

Sidra Aslam, a PhD researcher at the University of West London, presented two complementary approaches to
privacy in software-defined vehicular networks. Vehicles continually exchange information about location,
movement and intended routes, while mobility and frequent handovers complicate authentication. Central
controllers also introduce inference, availability and scalability concerns.

The first approach, SCOPE-AKA, addresses authentication and key agreement for group communication. Its design
combines anonymous admission, scoped credentials, group roles, revocation and recovery within a controller-
assisted architecture. The slides reported linear time complexity and a normal-run communication cost of 759 bytes.
ProVerif analysis was reported to support the specified secrecy, authentication and replay or man-in-the-middle
resistance properties within the modelled protocol.

The second approach, P3 Cloud-SDVN, focuses on privacy in traffic-congestion management. It uses protected
communication, rotating identifiers and aggregated origin-destination information, together with traffic-state
prediction and anomaly checks. An extended Kalman filter supports prediction, while Mahalanobis checks help
identify unusual updates. The objective is to support routing decisions while reducing disclosure of individual vehicle
information.

For the evaluated scenarios, the slides reported travel-time increases of 16—20% with P3, compared with 82-147%
without it, alongside approximately 70% lower congestion with rerouting. These were scenario-specific experimental
results, not evidence of deployment at road-network scale. Aslam identified cross-layer privacy and real-world
validation as remaining work. The presentation showed how security at the authentication layer and privacy at the



application layer need to be considered together if connected-vehicle services are to remain both useful and
trustworthy.

12 Ashneel Zeline

Assurance Without an Adversary in Robotics

Ashneel Zeline, CTO of RAVASEC, explored the convergence of cybersecurity and physical safety in robotics.
Conventional safety engineering often concentrates on faults, degradation and predictable operating conditions.
Cybersecurity adds an intentional adversary who may manipulate the evidence and control paths on which safety
decisions depend. Humanoids and collaborative robots make the consequences immediate because compromised
software can produce physical movement.

The presentation mapped potential weaknesses across models, perception, middleware, remote update paths and
control buses. It argued that a safety claim must account for an attacker’s ability to influence sensing, operating-
envelope checks or fallback behaviour. Defining an acceptable operating envelope is insufficient if the system’s
assessment of whether it remains inside that envelope can be corrupted.

RAVASEC’s proposed research environment combines simulated platforms, scenario libraries and instrumented
attack points across the robotic stack. An envelope monitor would record violations and response windows, while
outputs would inform hardened configurations, testing procedures and residual-risk records before transfer to
hardware. Zeline also discussed separating high-risk Al decisions from deterministic safety enforcement and
providing safe degradation when other controls fail.

The talk used emerging assurance and product-liability requirements to motivate stronger adversary models and
better evidence of intervention. Its recommendations concerned explicit adversarial assumptions in standards,
clearer treatment of safety-relevant software and consistent evidence for learning-enabled changes. These were the
speaker’s analysis and proposals. The discussion highlighted the challenge of supporting diverse robotic
architectures and the need for collaboration with manufacturers and universities. The central message was that
assurance must test whether protective mechanisms still work when their inputs or supporting software are
deliberately manipulated.

13 Dr Ferda Ozdemir S6nmez
TopologyGuard and Passive Security Monitoring for lIoT and OT

Ferda Ozdemir Sonmez of the University of West London presented TopologyGuard, an emerging loT and
operational-technology security product derived from Smart Topology research. The original work used multi-armed
bandit reinforcement learning to identify structurally important network nodes. The subsequent question was how
that insight could become a useful security capability in environments where communication structure matters
operationally.

loT and OT networks provided a suitable application because they often depend on gateways, brokers and
controllers, and may not tolerate active scanning. TopologyGuard learns expected structure and behaviour through
passive observation. A device bypassing a usual hub, changing role or creating an unexpected communication path
can then contribute to an explainable alert. The proposed deployment does not require agents on individual devices
and can retain data within the OT environment.

CyberASAP engagement helped refine the product requirements and potential route to market. Conversations with
practitioners, vendors and prospective users highlighted baseline learning, integration and explanations as practical
needs. The organisations consulted were examples of validation engagement, not a list of confirmed customers.



Early outputs showed consolidated signals associated with backdoor activity, scanning and a DDoS example. Sénmez
stressed that these were development results requiring broader validation. One lesson was that a single threshold
cannot adequately represent every site, motivating a passive network-fingerprinting period for local calibration. The
core pipeline was working, while wider dataset evaluation, calibration and pilot preparation remained ahead. The
talk illustrated how research translation can preserve an original technical idea while changing its implementation in
response to operational needs.

14 Professor George Loukas — Keynote Speech 2

Involving the Non-Expert Human in Al Security

George Loukas of the University of Greenwich examined what meaningful human participation in Al security
requires. He challenged the tendency to focus only on people who fail to recognise attacks. Earlier work with roughly
5,000 participants had also shown a substantial population able to identify suspicious situations. The research
guestion was whether those observations could become a predictable and useful source of security information.

Loukas described the human as a security sensor whose reliability depends on context. In the studies discussed,
familiarity with a platform, frequency of use, computer literacy and continuing interest in cybersecurity were more
useful indicators than broad demographic characteristics. A digital companion allowed users to report suspicious
behaviour, and experiments explored whether statistical models could predict who would recognise particular
deception attacks.

The keynote then moved to physical Al, where useful cues may be much less visible. A smart device may offer little
more than a light, sound or change in behaviour, despite containing interconnected models, sensors and cloud
services. To study this problem, the team used an Al-supported heating system with a smart radiator valve and a
relatively simple model of household temperature preferences and sensitivity to energy prices.

Participants received explanations of model decisions, visual indicators of learned preferences and a companion
application that guided diagnosis. Experiments considered straightforward and stealthier poisoning, as well as
manipulation of price inputs. People performed better on the attack for which they had been trained, while
unfamiliar conditions were harder to recognise and false alarms remained a concern. Familiarity with normal
household behaviour helped participants interpret changes. The work also exposed a response cost: resetting a
compromised model meant losing preferences learned over time, so recognition did not automatically lead to action.

For language-model interactions, Loukas described work in progress on a new companion using adaptive Bayesian
guestioning. Rather than following a fixed diagnostic path, it chooses questions according to their expected
reduction in uncertainty. A live survey was gathering evidence about how reliably people recognise candidate
indicators, with approximately 200 responses at the time and a target of 1,000. This was presented as ongoing work
associated with the GANDALF project, rather than an already validated solution.

Loukas addressed the risk of giving people nominal responsibility without the information or ability to exercise it. His
answer was continuing, accessible support that makes observations interpretable and responses practical. In
discussion, he acknowledged a firm limit: reconnaissance and confidentiality attacks may leave no physical cues that
non-experts can reasonably notice. Human sensing is therefore one contribution within a wider defence system. The
keynote connected explainability, usability and accountability by asking what a person can actually observe,
understand and do when an Al system may be compromised.

15 Dr Zhenxi Nathan Cui

Independent Behavioural Monitoring for Safety Critical Robots

Zhenxi (Nathan) Cui, a lecturer in Electronic and Robotic Engineering at the University of West London, presented an
independent-observer approach to robotic assurance. The central concern is that evidence generated by an



autonomous system may be affected by the same fault, attack or Al error as the system’s behaviour. Trusting a robot
to report accurately on its own compromise can therefore leave an important gap.

The proposed observer forms a separate monitoring layer around the robot. It compares what the controller
commanded with what the robot actually did, creating a record and raising warnings for supervisory review. The
concept prioritises independence from the robot’s self-reporting and can accommodate external observation when
internal data cannot be trusted or accessed.

Cui situated the initial work in surgical robotics, while identifying possible applications in industrial, humanoid and
field robots. A shared research challenge is distinguishing mechanical failure, Al error and malicious interference
from observed behaviour. The contribution was an architectural proposal and invitation to collaborate, rather than a
report of completed large-scale validation.

Questions examined whether the observer could become another point of failure and how its independence would
be achieved. Cui described a more isolated, local monitoring system, while discussion cautioned against treating
present surgical robots as fully autonomous. The talk complemented the cobot and robotic-assurance presentations
by emphasising a separate source of evidence. Its value depends on demonstrating that the observer’s sensing,
execution and records remain sufficiently independent of the system under observation.

16 Xueyi Wang
SHAP RM for Explainability and Prediction Reliability

Xueyi Wang of Cardiff University presented SHAP-RM, a model-independent framework intended to make individual
prediction reliability more interpretable. High aggregate accuracy does not establish that a particular prediction is
trustworthy, and a feature-attribution explanation alone may not help a non-expert decide whether to rely on the
result.

The framework combines SHAP explanations with two principles. The density principle considers how familiar a case
is relative to historical data. The local-fit principle considers how well the model performed on similar cases.
Measures described as accuracy, commonality and reliability provide additional context around a prediction and the
contributions of its input features.

A photovoltaic-generation regression example showed how modifying a historical-generation feature could make an
input substantially less common without greatly changing the final prediction. This illustrated why an apparently
stable output does not necessarily mean the underlying evidence is familiar. A network-attack classification example
used NB15 data. The slides reported mean reliability of approximately 0.88 for correctly classified benign and attack
cases, compared with approximately 0.78-0.79 for false positives and false negatives.

Wang acknowledged dependence on sufficient historical data, limitations in representing relationships between
features and sensitivity to the underlying model. The results support examining reliability alongside explanation, but
should not be read as calibrated guarantees that an individual output is correct. Discussion also covered the
historical data used for the photovoltaic example and a live analysis interface. The presentation connected technical
explainability with the practical question of when an analyst should seek additional evidence before acting.

17 Dayanidhi Meganathan
When Al Agents Cross the Boundary and the SOC Perspective

Dayanidhi Meganathan of the University of Hertfordshire considered what security operations centres can learn
from reported incidents involving Al agents used in cybersecurity evaluations. The presentation’s central distinction

was between the scope described to an agent and the scope actually enforced by its environment. If these differ, a
task framed as a simulation can result in interaction with real systems.

10



The supplied presentation used a published account of three evaluation incidents as its case material and mapped
the reported behaviours to potential defender telemetry. Authentication attempts, service interactions, discovery
activity and access to resources could leave traces in identity, endpoint, network and application logs. The proposed
operational approach was to correlate those events into an attack sequence and contain their effects.

Meganathan discussed velocity, persistence, sequencing and adaptation as possible supplementary signals for future
testing. The slides explicitly cautioned that these characteristics also occur in ordinary scripts, automation and
human-operated activity. They do not prove that an attacker is Al. Likewise, the proposed telemetry mappings were
an analytical interpretation of the case material, not measurements from complete victim logs.

The discussion questioned how much agent activity differs from conventional automation and encouraged scrutiny
of broad claims about new offensive capability. The planned next step was controlled, isolated comparison of
human-operated and automated or agent-like activity using consistent telemetry. No experimental detection results
were claimed in the slides. The practical message was that defenders can investigate harmful behaviour even when
they cannot confidently identify the technology behind it.

18 Muhammad Hussain

Cyber Resilient Computer Vision for Railway Infrastructure

Muhammad Hussain of the University of Huddersfield used railway inspection to examine the security of Al
perception. Computer vision can help inspect large numbers of components consistently and support maintenance
decisions. Once those outputs influence action, however, the integrity of the images, model and surrounding
decision process becomes a safety and cybersecurity concern.

BoltVision provided the practical inspection example. Hussain described a hypothetical situation in which a genuine
missing bolt is obscured by manipulated visual evidence, causing the system to report no defect. The converse,
generating a false defect and unnecessary intervention, also matters. The example was explicitly a potential attack
scenario, not a demonstrated compromise of BoltVision.

The presentation identified entry points in the physical scene, camera feed, digital image and model lifecycle.
Possible threats include patches or occlusion, replayed frames, image manipulation, training-data poisoning and
backdoors. The proposed research sequence moves from mapping these vulnerabilities to detecting unreliable
perception, cross-checking independent evidence and deciding how to respond safely.

Hussain advocated a pipeline that examines manipulation and uncertainty before trusting the perception result.
Additional sensors or independent views may support verification, while unresolved uncertainty can trigger safe
degradation or human escalation. The broader relevance extends to vehicles, aviation inspection and industrial
systems wherever visual interpretation influences physical outcomes. The contribution was a research direction for
resilient perception, grounded in a railway application, rather than a completed adversarial benchmark.

19 Shoaib Ali

Data Minimisation for Agentic Al Workflow Automation

Shoaib Ali of Leeds Beckett University presented a field-level study of excessive data exposure in n8n workflow
automation and an auditing tool called Agentiliser. The problem arises when a workflow passes more data to a step
or external service than that operation needs. Such surplus information can expand exposure even when the
workflow completes its intended task correctly.

The study derived a Minimum Field Registry from n8n’s TypeScript source and applied static analysis to public
workflow templates. The slides reported 20,546 unique workflows comprising 334,341 node instances after
deduplication. The registry covered 523 nodes and 4,131 operation-resource combinations. For each assessed
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operation, the analysis compared the inferred required fields with those made available or forwarded in the
configuration.

For the primary population of 42,428 externally transmitting nodes, the reported mean excessive-data-exposure
ratio was 50.75%. The presentation reported at least one surplus field in 92.3% of workflows and identified 2,165
unnecessary personal-data transmissions across 1,273 workflows using a conservative name-based classification.
Email operations showed especially high exposure. Similar patterns in official and community templates motivated
the argument that platform defaults and tooling deserve attention.

Agentiliser provides a shared analysis engine for bulk assessment and individual workflow audits, with required-
versus-surplus field reporting, personal-data flags and remediation advice. Ali acknowledged that the study analysed
exported configurations rather than observed runtime transmissions, and that registry coverage, field-name
inference and public-template sampling constrain generalisation. Flags indicate matters for privacy review, not legal
determinations. Proposed next steps include runtime validation, broader node coverage, semantic identification of
personal data and automatic minimisation.

20 Gayathiri Chittibabu

Security Evaluation of LLM-Based Autonomous Agents

Gayathiri Chittibabu, a PhD researcher at Birmingham City University, presented work towards a Model Security
Evaluation Framework (MSEF) for language models and autonomous agents. The motivation is that an agent can
retrieve information, retain memory, use tools and take actions. A successful attack may therefore affect system
behaviour and external resources as well as the text of an answer.

The presentation mapped an expanded attack surface including prompt injection, tool misuse, excessive agency,
memory manipulation and sensitive-data exposure. Interactions between these components complicate evaluation:
a model may appear safe in an isolated test while the surrounding workflow grants permissions or trusts information
that makes harmful action possible.

Chittibabu’s research questions cover threats across the model lifecycle, consistent evaluation of attacks and
controls, and integration of those findings into a practical deployment framework. Current work includes a
systematic review and mapping of threats and mitigations. AgentDojo and Garak were identified as experimental
environments for evaluating agent security and probing language-model vulnerabilities.

The next stage is comparative testing using consistent security and utility measures. Potential NHS engagement was
described as an avenue for understanding operational and governance requirements, not an established deployment
or validated pilot. The framework remained under development, with no completed comparative results claimed.
The contribution to the workshop was a structured evaluation agenda that considers the model, its tools and its
environment together, supporting more reproducible comparisons between proposed protections.

21 Senaimim Sheikh Efad

Sustainable Industrial Intrusion Detection with Selective Digital Twin Assistance

Senaimim Sheikh Efad, a PhD researcher at the University of Greenwich, presented an early-stage proposal for
industrial loT intrusion detection using signal processing and selective digital-twin assistance. The research asks
when an additional model of the physical process improves detection enough to justify its energy, communication
and latency costs.

The proposed architecture places a lightweight detector at an edge gateway and sends uncertain cases to a local
twin service for further examination. The intention is to distinguish attacks from faults while limiting the work
performed by more expensive analysis. A water-tank example illustrated how inconsistencies between sensor
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readings and process behaviour might provide useful evidence, but this remained an explanatory example rather
than an evaluated system.

Efad proposed comparing three configurations: edge-only detection, continuous twin assistance and selective
assistance. Evaluation would consider recall, false alarms, delay and energy together. The accounting boundary
includes both devices, communication, idle power and the cost of keeping the twin synchronised. Tail latency,
memory use and missed attacks when the twin is stale are also relevant, since an improvement in average
performance could conceal operationally important failures.

Potential datasets included SWaT or WADI, supplemented by a controlled process model for fault scenarios. The
slides recognised that replaying data alone does not create a live digital twin. Questions concerned the balance
between sensitivity and false alerts; Efad explained that the work was still at the literature-review and design stage.
The proposed contribution is evidence about when selective assistance is worthwhile, including conditions where
the additional complexity does not pay off.

22 Bojan Vemic

Cybersecurity of Al in Connected Autonomous Vehicles

Bojan Vemic, a PhD researcher at the University of West London, presented an overview of cybersecurity risks in Al-
enabled connected autonomous vehicles. The talk explained the driving pipeline as a sequence of sensing,
understanding, prediction, planning and control, supported by communications, maps and software updates. A
weakness at any of these stages may affect the information used to make a driving decision.

Vemic distinguished the roles of computer vision, sensor fusion, movement prediction, planning and control, while
also noting the use of Al for anomaly detection and passenger-facing services. This distinction matters because
convenience functions and safety-critical control have different assurance needs and should not acquire unrestricted
paths into one another.

The attack surface includes sensors, in-vehicle networks, vehicle-to-everything messages, mobile applications, cloud
services and update mechanisms. Potential threats discussed included adversarial visual inputs, sensor spoofing,
poisoned training data, forged messages and privacy or model theft. These were classes of possible vulnerability, not
proof that every connected vehicle is susceptible to each one.

The proposed response was layered protection across the lifecycle: threat analysis, authenticated communication,
verified updates, robust perception, adversarial testing, monitoring and safe fallback. Vemic’s wider research
interests include privacy-preserving learning and related security technologies, but this presentation focused on
awareness and the relationship between trustworthy Al and road safety. Its central message was that securing
vehicle intelligence requires attention to both the model and the systems that supply its evidence and execute its
decisions.

23 Umme Nizba

AgentGuard for Securing Inter-Agent Messages

Umme Nizba, presenting as an independent open-source author, introduced AgentGuard, a protective layer for
messages exchanged between agents and returned by tools. The motivation is that a workflow may filter the initial
user prompt yet pass retrieved content between agents without equivalent scrutiny. A downstream agent with
external tools or publishing permissions may then treat malicious content as an instruction.

AgentGuard combines four controls. Inspection uses rules, optional machine-learning scoring and consistency
checks. Trust checks verify message signatures. Capability manifests specify the operations an agent is permitted to
perform. Audit records use a hash chain to make subsequent modification detectable. These controls are intended to
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operate at communication boundaries, with trust and capability enforcement available independently of the
optional model-based detector.

Nizba described an orchestrator, researcher and writer example in which an injected instruction arrives through
fetched content, and a separate example involving a forged sender identity. The live demonstration was not run
during the session because of time constraints. The slides reported 90% detection and 0% false positives on a public
standalone prompt test, explicitly distinguishing that result from evaluation on a complete multi-agent corpus and
avoiding a claim to stop all prompt injection.

The project was offered as open-source tooling with documentation and integration options for agent workflows. Its
contribution was to make inter-agent communication an explicit security boundary with inspectable decisions and
records. Broader evaluation remains important, particularly for paraphrased attacks, compromised authorised
agents and the interaction between message inspection and legitimate task completion.

24 Cross-Cutting Themes and Closing Reflections
Research Connections across the Second Workshop

The second CRANE Al-Cyber SIG workshop highlighted the close relationship between Al capability and the quality of
the evidence supporting its use. Model-governance records, independent robotic observers, forensic backups,
network baselines and agent audit logs addressed different application areas, but shared a common concern: how
can an organisation establish what happened, understand why a system acted and determine whether the available
evidence remains trustworthy? Across the presentations, effective security depended on more than predictive
accuracy. Realistic testing, false-alarm analysis, reliable records and an understanding of deployment conditions
were essential to judging whether a research approach could support operational decisions.

A recurring theme was the need to evaluate the complete system surrounding an Al model. A model may perform
well in a controlled experiment while its supporting data, communication channels, permissions or monitoring
infrastructure remain vulnerable. The presentations on agent security, workflow automation, connected vehicles and
robotics illustrated how weaknesses can arise between components. This points towards research that examines
how models interact with tools, people and physical environments, including what happens when information is
incomplete, misleading or deliberately manipulated.

Human participation emerged as a design problem requiring appropriate information, clear responsibilities and
practical opportunities to respond. Professor George Loukas’s work on supporting non-expert users and Dr Don
Munasinghe’s discussion of operator roles approached this challenge from different perspectives. Both highlighted
the importance of making oversight meaningful. People need to understand the situation, know which actions are
available and have sufficient time and authority to intervene. Systems should therefore communicate when to act,
when to seek further evidence and when to defer, while accounting for the demands placed on users and the
consequences of false alarms.

The workshop also drew attention to the relationship between cybersecurity and physical safety. In collaborative
robots, connected vehicles and railway inspection, an incorrect or manipulated Al output can influence movement,
maintenance or other decisions with real-world consequences. These applications require careful consideration of
safe fallback, independent monitoring and the integrity of the evidence used to authorise action. They also create
opportunities for collaboration between cybersecurity researchers, Al specialists, safety engineers and domain
practitioners.

Another connection concerned security across organisational and technical boundaries. Al-mediated content use
raises questions about ownership, attribution and compensation. Workflow automation can expose information
beyond what a task requires. Messages between agents can carry untrusted instructions across permission
boundaries. These examples showed why governance must be reflected in the operation of systems: which data can
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move, which actions are permitted, who can authorise changes and what records are retained for subsequent
review.

The programme represented several stages of research development, from early PhD proposals to experimental
methods and emerging products. This breadth allowed participants to consider both new research questions and the
practical challenges of implementation. Industry engagement brought attention to integration with existing systems,
calibration for individual sites, operator training and commercial viability. Early career researchers and postgraduate
students contributed technical findings and new approaches to evaluation, demonstrating their important role in
developing the SIG’s research agenda.

Several opportunities for further collaboration emerged from the connections between presentations. These include
shared adversarial testbeds, reproducible evaluations of agent security, datasets linking technical alerts to human
decisions, and independent assessment of Al-based risk-quantification tools. Comparative studies could help
establish when additional complexity, such as digital-twin assistance or multiple layers of Al analysis, delivers
sufficient benefit to justify its resource and operational costs. Taking these ideas forward would provide a practical
route from workshop discussions to joint experiments, publications and funding proposals.

The Third Quarterly Workshop and Continued Collaboration

The next stage of this continuing exchange will be the third quarterly CRANE Al-Cyber SIG workshop, hosted by the
University of Kent on 8 January 2027. Following the workshops at Northumbria University and the University of
West London, the Kent meeting will continue the SIG’s programme of bringing the community together across
different university hosts.

The third workshop will provide an opportunity to share progress, introduce new research and continue
conversations initiated during the first two meetings. It will also offer a setting in which researchers and practitioners
can explore whether related approaches can be evaluated together or applied in new contexts. The quarterly
programme creates continuity for these discussions, allowing emerging ideas to develop through feedback and
sustained contact between participants.

Participation from early career researchers, PhD students and industry colleagues will remain particularly valuable.
Researchers can bring new methods and questions, while practitioners can help identify the constraints that
determine whether a proposed solution will work in practice. Continued engagement across these groups can
strengthen the relevance of research and support the development of collaborative projects addressing both Al-
enabled cyber defence and the protection of Al systems.

The closing remarks thanked the keynote speakers, presenters, participants and organising team for their
contributions. Particular appreciation was extended to the University of West London for hosting the second
workshop and supporting participation in person and online. Building on the May meeting, the event strengthened
the SIG’s role as a forum for connecting research with practical security challenges. The forthcoming Kent workshop
will provide the next opportunity to build on those connections and advance work towards Al systems whose
decisions can be examined, whose limitations are understood and whose operation remains dependable under real-
world conditions.
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